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3 EXECUTIVE SUMMARY 

The main purpose of this document is to describe the Online Safety Assessment Module (OSAM) 

concept and the technical content of the operator’s predictive model, one of the main components of 

the OSAM. In particular this document:  

• Provides a review of the applicable standards and regulations; 

• Sets the scene in the human-robot collaboration arena; 

• Introduces the OSAM context architecture and the OSAM concept;  

• Presents the predictive model for the human operator occupancy volume online calculation.  

 

The OSAM concept revolves around two main ideas: 

• Predict the occupancy volume of the human operator in the next time window to provide 

feedback to the robot enabling it to anticipate safety related reactions; 

• Learn the operator’s preferences and provide feedback to the operator to improve the 

operator’s situation awareness, thereby increasing human trust in the robot. 

The first OSAM prototype focuses on the prediction of the operator’s occupancy volume. To achieve 

this objective the OSAM requires two elements: 

• Frequent, precise and accurate operator’s tracking information; 

• An internal operator’s model updated based on the tracking information. 

The operator’s tracking information is expected to be generated by the workspace monitoring system 

developed in task T4.2. The internal operator’s model is used in real-time to compute the occupancy 

volume in the next time window. The size of the time window is configurable, but is limited by the 

intrinsic uncertainties of the human movements. The wider the time window selected, the larger the 

uncertainty in the occupancy volume. For the first OSAM prototype, we focused on the prediction of 

the occupancy of the operator’s arms, as these are the most challenging elements for the human 

occupancy prediction and are fundamental elements in the human-robot interactions. The main 

challenges for the successful application of the OSAM in the industrial environment are:  

• Receive frequent, precise and accurate information to track the operator’s arms and body 

pose. As commercial vision systems such as Microsoft Kinect do not provide the required 

frequency and accuracy, the consortium is evaluating using wearable technologies in 

conjunction with a vision system. As experiments are still ongoing, for the first OSAM 

prototype we surrogated the tracking data with a publicly available human motion database; 

• Receive inputs from a certifiable operator’s tracking system; 

• Provide a certifiable solution for the deployment of the OSAM, given the novelty and 

complexity of the computation. 

Further information is provided in the following sections: 

• Section 4 serves as an introduction to the scope of OSAM module;   

• Section 5 contains an overview of the applicable standards and regulations, with emphasis to 

the mathematical formulation of the safety distance to meet the one imposed by standards. 

The safety distance represents the basic quantity that need to be monitored for safe human-

robot collaboration; 

• Section 6 describes the related works in the area of human-robot collaboration; 

• Section 7 introduces the OSAM concept, its context architecture and a high-level functional 

description of the main components of the OSAM;  

• Section 8 presents the predictive model used by the OSAM to predict the operator’s 

occupancy, which is one of the main components of the OSAM and is the focus of the first 

OSAM prototype. 

• Section 9 discusses the monitoring approach. 

Next steps include the integration of the OSAM prototype within the SHERLOCK’s software 

architecture, the integration within the SHERLOCK’s digital twin environment, and the design and 

implementation of the trust agent. 
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4 INTRODUCTION & MOTIVATION 

The fast evolution of industry needs poses a significant amount of challenges to the development of 

robotic technologies. Despite the incredible evolution of robots in the last decade, full collaboration 

between human and robots (HRC) is still an unmet target. Robots’ lack of flexibility, dexterity and 

intelligence is usually integrated by human operators. However robots coming from the third industrial 

revolution are not ready for a close contact with humans: they are not equipped with sensing 

technologies and require physical or virtual barriers (such as fences or laser sensors) to ensure the safety 

of operators. In a world where the most recent technologies and arising needs call for the removal of 

physical barriers between operators and robots, ensuring safety becomes not only a priority, but also a 

technological challenge which needs to be addressed. There are a number of technologies which aim at 

improving safety, but most of them are concerned with separating the robot from operators.  

Emerging approaches from academia advocate the validation of robot trajectory and operator occupancy 

by means of advanced verification techniques such as model checking. However, a pure model checking 

approach requires a complete model of the entire production station coupled with the dynamics of all 

the entities and individuals involved, which is quite difficult and often not possible at all (imagine a 

complete description of human dynamics and will). Moreover, model checking is computationally very 

expensive due to the state explosion problem and therefore unsuitable for real time applications. A 

possible alternative explored in the literature is the use of Cyber-Physical Systems (CPS) verification 

techniques. Even if they are usually less expensive in terms of computation compared with model 

checking, they also require a precise description of the entire system which is, again, often unavailable 

or unfeasible. On the other hand, more traditional and well-studied techniques such as Fault Tree 

Analysis lack the ability to cope with the human factor and to capture the hazard posed by the 

unpredictable nature of humans [1]. Other solutions based on formal monitoring of robots have been 

proposed in [2] and [3]. However, there is little or no regards to human behavior in these works, and its 

correctness is given as an assumption, undermining the efficacy of these methods. 

The goal of the Online Safety Assessment Module is to ensure safety by predicting human movements 

and therefore occupancy and help the robot control system to plan robot motion according to predicted 

human occupancy. The OSAM is equipped with formal monitoring capabilities based on solid 

mathematical background which will ensure continuous, fast and reliable monitoring of Human Robot 

Interaction (HRI) thorough the entire collaboration. Safety requirements are formalized and monitored 

by means of assume/guarantee contracts and runtime verification. The advantage of a formal approach 

is that it is not based on probabilities or heuristics, but rather on the exhaustive, complete analysis of all 

the mathematically possible interactions. We use an over-approximative approach which allows us to 

work with an approximate model of the human’s dynamics, speeding up the computation and permitting 

to work also with uncertain, noisy data, while preserving the separation distance required by the 

applicable standards and regulations. The OSAM shifts the paradigm from the identification of a safety 

area to the computation of the operator’s occupancy volume. It must be noted that the method relies on 

a sufficiently frequent, precise and accurate perception system to track the human operator’s joints and 

body pose. 

A possibility which is currently under consideration is that of using the OSAM not only as a safety 

function, but also as a function to steer the robot planner. In fact, its ability to predict the operator’s 

occupancy volume can be used to influence the robot’s trajectory generation or the task plan scheduling, 

while reducing the number of safety violations, leading to a more effective HRC. 
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5 APPLICABLE STANDARDS & RISK ASSESSMENT 

European Union regulations on industrial machinery (and hence robots) come from a number of 

sources. Laws and regulations emanated by European Commission and European Parliament and 

international standards created by international bodies like International Standardization Organization 

(ISO) or International Electronic Council (IEC) are harmonized with other existing standards and EU 

regulations by two local standardization organizations, namely the CEN (corresponding to ISO) and 

CENELEC (corresponding to IEC).  

Industrial robots (and hence collaborative robots) are regulated in the European Union (EU) under the 

Machinery Directive [4] applicable since September 2009. It is implemented directly and without 

modification in requirements as law in all EU and European Economic Area (EEA) countries. Under 

this Machinery Directive a robot is commonly interpreted to be a “partly complete machine”. The 

Machinery Directive adopts international standards applied to robotics in accordance with existing 

standards and harmonized with other EU regulations. Standards are received by CEN or CENELEC 

(according to their specific competence areas) and republished with some modifications to incorporate 

them in EU regulation. 

In particular for robotics, under the Machinery Directive [4] the following standards are officially 

included and harmonized: 

• EN ISO 10218-1:2011 

• EN ISO 10218-2:2011 

They fall under type-c standards, which provide directives for specific categories of machinery. As in 

the case of robotics, “certain c-type standards are organized as a series of several parts, Part 1 of the 

standard giving general specifications applicable to a family of machinery and other parts of the 

standard giving specifications for specific categories of machinery belonging to the family, 

supplementing or modifying the general specifications of Part 1. For C-type standards organised in this 

way, the presumption of conformity with the essential health and safety requirements of the Machinery 

Directive is conferred by application of the general Part 1 of the standard together with the relevant 

specific part of the standard.” [5]. 

Fostered by the EU project Robolaw, there is an on-going, specific effort to extend current regulation 

on robots with the goal of including newest technologies that can be applied to robots, such as Artificial 

Intelligence, autonomous devices and wearable robot devices (such as exoskeletons). The EU 

Parliament Resolution of 16/02/2017 contains recommendations to the European Commission on Civil 

Law Rules on Robotics [6]. In response to the resolution the EU Commission announced a series of 

regulatory initiatives and policies [7], but at the time of writing there is no official follow-up on this 

subject. In particular, ISO Technical Specification 15066 on Safety Requirements for humans and 

robots collaborative interaction has not yet been included nor harmonized under the EU regulation. 

In this section we will focus on existing and under-development standards on industrial robots. Figure 

1 offers an overview of existing standards for robotics. Of particular interests are the following 

standards: 

• ISO 10218-1:2011; 

• ISO 10218-2:2011; 

• ISO/TS 15066. 
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Figure 1: Existing standards specific for robotics [8] 

5.1 Definitions 

With Robot we indicate the Robotic arm(s) device and its control system; it does not include end-

effector(s) or part. A Robot System is composed by the robot, one or more end-effectors and the 

workpiece.  

We define: 

• Maximum Space: space which a robot system can move within; 

• Restricted Space: portion of the maximum space restricted by limiting devices that establish 

limits which will not be exceeded; 

• Operating Space: portion of the restricted space that is used during programmed operations; 

• Safeguarded space: space defined by the safeguarding perimeter. 

A Robot Cell is a robot system in its safeguarded space. An operator is any person working with or in 

proximity of the robot. Operators include all personnel, not only production workers, but also 

maintenance, troubleshooting, cleaning operators etc. 

A Collaborative Robot (cobot) is a robot that can be used in collaborative operations. A Collaborative 

Operation is a process where purposely designed robots work in direct cooperation with one or more 

humans within a defined workspace [9]. From ISO/TS 15066 we gain insights about this workspace: 

the Collaborative Workspace is a portion of the operating space where the robot system (including 

workpiece) and one or more humans can perform tasks concurrently during production operators [10]. 

5.2 A hierarchy of standards 

According to standards and regulations the process for risk assessment and consequently for 

determining appropriate safety measures and actions is span across several standards, whose hierarchy 

is depicted in Figure 2.  
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The standards IEC 61508 and ISO 12100 contain guidelines for functional safety and general risk 

assessment procedures. Functional safety is the part of the overall safety that depends on a system or 

equipment operating correctly in response to its inputs [11]. It is the detection of a potentially dangerous 

condition resulting in the activation of a protective or corrective device or mechanism to prevent 

hazardous events to arise or providing mitigation to reduce the consequence of the hazardous event 

[11].  

IEC 61508 is the most general standard that is applicable to industrial machinery and mandates a 

requirement driven process, while ISO 12100 provides basic terminology, principles, risk assessment 

and risk reduction methodologies, procedure for identifying hazards and evaluating risks with the goal 

of achieving safety in the design of a machinery and during its entire lifecycle. 

ISO EN 13849-1:2008 focuses on safety requirements, principles of design and integration of safety 

related devices of control parts for machinery. It specifies characteristics that include the performance 

level required for carrying out safety functions. Part 1 is specific for programmable electronic systems. 

It does not specify the safety functions or performance levels that are to be used in the particular case.  

IEC 62061:2005 specifies requirements and recommendations for the design and integration of safety-

related electrical and electronically programmable devices.  

ISO 11161 provides requirements for the design of integrated manufacturing systems including safety-

related functions. Requirements for specific classes of machines are deferred to application-specific 

standards that in our case are ISO 10218 Parts 1&2. 

 

Figure 2: Hierarchy of Standards 

The Machinery Directive mandates to hierarchically follow the design process defined in standards. 

Figure 3 depicts the relation between the Machinery Directive and standards when designing robot cells. 
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Figure 3: Machinery Directive and International Standards 

5.3 ISO 10218 Parts 1 & 2 

ISO 10218-1, harmonized under the Machinery Directive as EN ISO 10218-1, provides guidelines on 

specific risk assessment procedures for robot manufacturers, while the second part ISO 10218-2:2011 

provides them for the robot integrator. ISO/TS 15066 is a technical specification which adds technical 

data and tables on how to implement guidelines provided in its parent documents. ISO/TS 15066 is still 

under development. 

Part 1 of ISO 10218 provides requirements and guidelines for designing inherently safe robots, 

protective measures and base knowledge for use of industrial robots. It also lists basic hazards 

associated with their use and guidelines for reducing or eliminating corresponding risks.  

Part 2 of ISO 10218 [12] instead is aimed at robots integrators, providing safety requirements for the 

integration of robots, robot systems and robot cells, with information concerning the entire life cycle of 

the robot system or cell. 

In ISO 10218-2 only 8 pages out of 152 are dedicated to collaborative robots (cobots). With its 2011 

update it introduced the possibility of contact between human and robots and provided guidelines on 

four main types of interactions – or a combination of them: 

• Safety-rated monitored stop; 

• Hand-guiding; 

• Speed and separation monitoring; 

• Power and force limiting (PFL). 

Basically the idea is that a robot never hurts a person, and it can do so by controlling range, force and 

speed, separation monitoring and safety rated stop, or a combination of them according to the risk 

assessment performed on the specific application the robot is designed for and with respect to the robot 

system or cell space. Collaboration example and possible safety measures are presented in Table 1.     

 

Table 1: Collaboration Examples 

Type of Collaboration Situation or Risk Safety Implementation 

Safety-rated monitored stop One or more persons enter 

the safeguarded space and 

no suitable collaborative 

Robot stops automatically and 

resumes its motion when the 

operators leave the area. 
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Type of Collaboration Situation or Risk Safety Implementation 

mode has been selected 

(e.g. robot is in automatic 

mode) 

Hand-guiding Robot is in collaborative 

mode and one operator is 

hand-guiding it. 

Hand guiding device, which has 

emergency stop and enabling 

device (if not also an inherently 

safe solution such as limited force) 

and hold-to-run functions.  

Robot moves only when hand-

guiding is applied. When hand-

guiding is not applied, safety-rated 

monitored stop is applied. 

Robot moves at reduced speed, 

less than 250mm/s only if the user 

is using the hand guiding. 

Speed and Separation 

Monitoring 

One or more persons come 

close to the robot system 

and the robot is in 

collaborative mode 

Sensors detect the person so that 

the robot can stop before the 

human can touch a moving part of 

the system. 

Power and Force Limiting Robot is in collaborative 

mode and operator is in 

collaborative workspace. 

PFL by inherent design or control. 

The robot system applies forces 

and moves at reduced speed which 

are not harmful for operators.  

Exact amounts of forces and speed 

are provided in ISO/TS 15066 

 

ISO/TS 15066 provides technical data to enact these guidelines. It also provides guidelines on the 

maximum energy and torque and a study on contacts between humans and robots in various regions of 

the body. It introduces the concepts of pain onset threshold, minor injury etc. Furthermore, when 

physical interaction is included in the application, especially stringent requirements hold on the nature 

of this contact. In particular it offers a framework for modeling and assessing risks and hazards when 

contacts occur between cobots and operators. It defines two types of contacts:  

• Quasi-static: it occurs when a robot system crushes, or applies pressure/force to, or clamps a 

part of the human body against a fixed object; 

• Transient contacts: it occurs when a robot system enters in contact with a human without 

restrictions, e.g. the body part is free to move under the robot’s force. 

Usually in quasi-static contacts time is long; therefore limit criteria are peak pressure, surface of contact, 

forces and stresses applied to the part of the body. In transient contacts time is short, usually less than 

half a second, and limit criteria are peak pressure, force and stress. 

ISO/TS 15066 provides several tables for determining speed and forces that can be applied on 29 

regions of the human body without resulting in any injury for the operator. For each region of the body, 

thresholds for injuries and pain-onset in the case of contact are provided. Limits defined in ISO/TS 

15066 are derived from experimental studies on voluntaries conducted by the University of Mainz [13]. 

As a general rule of thumb, contacts with head, neck, face and throat must be avoided at all costs. 

Specific limits are defined for each region of the body that has been tested. The pain threshold map can 

be used to set power and force limits for PFL robot applications, based on anticipated body contact 

location. 
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ISO/TS 15066 offers also insights on additional safety measures that robot manufacturers and 

integrators can enact in order to reduce risks and hazards besides the mandatory ones. In a PFL scenario, 

passive safety measures could be: 

• Reduction of moving masses; 

• Increase of contact surfaces, e.g. by using round edges; 

• Reduction or absorption of impact energy, e.g. by using soft surfaces or padding; 

• Shaping of the tool. 

Active safety measures could be: 

• Limitation of forces and torque; 

• Safety-rated virtual limits: 

o Safe position monitoring: safety-rated position monitoring is required in order to limit 

and define work areas according to the load limits which are provided for each body 

region. 

o Limitation of speed and mass inertia: a safety-rated speed monitoring is required to 

ensure that a stop reaction can take place taking into account the system-related 

reaction time. 

Therefore, risk assessment and reduction procedures must take into account the specific application the 

robot is designed for and all the tasks that it will perform in order to ensure that all safety-related 

protective measures and collaboration mode are considered and enacted. 

5.4 Formalization of Safety Distance 

Given the objectives of the OSAM, we focus on speed and separation monitoring and introduce in this 

section the formalization of the safety distance that will be used by the OSAM to monitor safety. In 

other words, from the operator’s tracking data the OSAM’s predictive mode computes an occupancy 

volume. Then, based on the robot trajectory information OSAM computes the distance between the 

robot and the occupancy volume and then uses this distance to check the safety requirement formulated 

by the protective separation distance. For speed and separation monitoring the following equation gives 

the protective separation distance 𝑆0(𝑡0): 

𝑆0(𝑡0) = 𝑆ℎ + 𝑆𝑟 + 𝑆𝑠 + 𝐶 + 𝑍𝑑 + 𝑍𝑟 

Where: 

• 𝑆ℎ is operator’s change in location; 

• 𝑆𝑟 is robot’s change in location; 

• 𝑆𝑠 is robot’s stopping distance; 

• C is the intrusion distance which a part of the body can move toward the hazard zone prior to 

actuation of the safeguard; 

• 𝑍𝑑 and 𝑍𝑟 represent the uncertainties for the operator and the robot, respectively. 

As mentioned above, we focus in this section on computing the robot stopping distance 𝑆𝑠. Assuming 

that the selected robot technology has a variable stopping time 𝑇𝑠 and that there exists a procedure to 

compute it, e.g. 

 𝑇𝑠 = 𝑓(𝑡, 𝑣1, … , 𝑣𝑛)  (1) 

Where 𝑣1, … , 𝑣𝑛 are all the (known) factors that affect the stopping time of the robot and 𝑡 is the current 

time. Let velocity be the current velocity of the robot link, the safety constraint can be expressed as: 

 𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒(𝑟𝑜𝑏𝑜𝑡𝐿𝑖𝑛𝑘, 𝑜𝑏𝑠𝑡𝑎𝑐𝑙𝑒) ≥ 𝑣𝑒𝑙𝑜𝑐𝑖𝑡𝑦 ⋅ 𝑇𝑠 = 𝑆𝑠 (2) 

Equation (2) can be rewritten in terms of a safety requirement that the robot trajectory must obey: 

 𝑣𝑒𝑙𝑜𝑐𝑖𝑡𝑦 ⋅ 𝑇𝑠 ≤ max (0, 𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒(𝑟𝑜𝑏𝑜𝑡𝐿𝑖𝑛𝑘, 𝑜𝑏𝑠𝑡𝑎𝑐𝑙𝑒) − 𝑐𝑙𝑒𝑎𝑟𝑎𝑛𝑐𝑒)   (3) 



SHERLOCK  820689 

-14- 

Where clearance is a safety margin parameter (fixed). In Equation (3) the stopping distance must be 

either 0 or smaller than the distance between an obstacle and the closest robot link (indexes are avoided 

in this part of the document for the sake of simplicity). 

In this section we briefly explain the method proposed in [14] for assessing the safety of the current 

state of motion of a given robot link with respect to the position of an obstacle regarded as a point. This 

concept will be extended to consider also convex volumes (or their convex representation), as we will 

compute occupancy volumes as over-approximative 3D convex regions.  We assume that the link is 

rigid (e.g. the distance between the two extremes of the link is constant) and that the planned path for 

the motion of this specific link, as well as its current position and velocity are known. This method must 

of course be applied for each link composing the robot arm (or to all robot arms). 

 

Figure 4: One robot link rs and an obstacle ro 

Consider the link 𝑟𝑠 of Figure 4. The position and velocity for each point of the link can be expressed 

according to (1) in terms of positions and velocities of the two extremes 𝑟𝑎 , 𝑟𝑏 as follows: 

 𝑟𝑠 ≡ 𝑟𝑎 + 𝑠(𝑟𝑏 − 𝑟𝑎) (4) 

 𝑣𝑠 ≡ 𝑣𝑎 + 𝑠(𝑣𝑏 − 𝑣𝑎) (5) 

Where 𝑠 ∈ [0,1] is the factor for point selection. For a given obstacle at position 𝑟𝑜 the minimum 

separation distance can be reduced to the following constraint to be satisfied for every 𝑠. 

 

𝑑𝑖𝑠𝑡(𝑟𝑜, 𝑟𝑎 + 𝑠(𝑟𝑏 − 𝑟𝑎)) ≥ 𝑇𝑠 ⋅
(𝑟𝑜 − (𝑟𝑎 + 𝑠(𝑟𝑏 − 𝑟𝑎)))

𝑇
 

𝑑𝑖𝑠𝑡(𝑟𝑜, 𝑟𝑎 + 𝑠(𝑟𝑏 − 𝑟𝑎)) 
⋅ (𝑣𝑎 + 𝑠(𝑣𝑏 − 𝑣𝑎)) 

 

(6) 

Which can be equivalently rewritten to: 

 
 ‖𝑟𝑜 − 𝑟𝑠‖ ≥ 𝑇𝑠 ⋅

(𝑟𝑜 − 𝑟𝑠)
𝑇

‖𝑟𝑜 − 𝑟𝑠‖
 ⋅ 𝑣𝑠 (7) 

Where 

 
𝑝𝑣𝑠 =

(𝑟𝑜 − 𝑟𝑠)
𝑇

‖𝑟𝑜 − 𝑟𝑠‖
⋅ 𝑣𝑠 

(8) 

is the projection of 𝑣𝑠 onto the segment connecting 𝑟𝑠 to 𝑟𝑜. We can further rewrite equation (7) as: 

 ‖𝑟𝑜 − 𝑟𝑠‖
2 − 𝑇𝑠 ⋅ (𝑟𝑜 − 𝑟𝑠)

𝑇 ⋅ 𝑣𝑠 ≥ 0, ∀𝑠 ∈ [0,1]. (9) 

According to previous assumptions we obtain: 

 ‖𝑟𝑜 − 𝑟𝑠‖
2 + 𝜌𝑠 + 𝜙 ≥ 0,  (10) 

With: 

 𝜌 ≡ 𝑇𝑠 ⋅ (𝑟𝑏 − 𝑟𝑎)
𝑇 ⋅ 𝑣𝑎 − 𝑇𝑠 ⋅ (𝑟𝑜 − 𝑟𝑎)

𝑇 ⋅ (𝑣𝑏 − 𝑣𝑎) (11) 
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𝜙 ≡ −𝑇𝑠 ⋅ (𝑟𝑜 − 𝑟𝑎)
𝑇 ⋅ 𝑣𝑎 

Which leads to the sufficient condition of satisfaction for (10) for all 𝑠 ∈ [0,1]: 

 𝜌𝑠 + 𝜙 +min
𝑠
‖𝑟𝑜 − 𝑟𝑠‖

2 ≥ 0. (12) 

To satisfy (12) we require that it holds for the two extremes of the link: 

 
{
𝜙 +min

𝑠
‖𝑟𝑜 − 𝑟𝑠‖

2 ≥ 0,                   𝑓𝑜𝑟 𝑠 = 0

𝜙 + 𝜌 +min
𝑠
‖𝑟𝑜 − 𝑟𝑠‖

2 ≥ 0, 𝑓𝑜𝑟 𝑠 = 1 
 

 

(13) 

This way we have expressed the necessary and sufficient condition for the current position of a link to 

be safe at minimum. We may want to add the clearance parameter Δ, leading to: 

 
{
𝜌 + min

𝑠
‖𝑟𝑜 − 𝑟𝑠 − Δ‖

2 ≥ 0,                   𝑓𝑜𝑟 𝑠 = 0

𝜙 + 𝜌 +min
𝑠
‖𝑟𝑜 − 𝑟𝑠 − Δ‖

2 ≥ 0, 𝑓𝑜𝑟 𝑠 = 1 
 (14) 

Equation (6) can be rewritten in the form of equation (3), leading to: 

 
𝑣𝑠
 𝑇 ⋅

(𝑟𝑜 − 𝑟𝑠)

‖𝑟𝑜 − 𝑟𝑠‖
⋅ 𝑇𝑠 ≤ max(0, ‖𝑟𝑜 − 𝑟𝑠‖ − 𝛥)  (15) 

Which, according to (4) and (5) and the parametrization in s can be rewritten as: 

 (𝑣𝑎
𝑇 ⋅ (𝑟𝑜 − 𝑟𝑎) + 𝑠(𝑣𝑏 − 𝑣𝑎)

𝑇(𝑟𝑜 − 𝑟𝑎) − 𝑠 ⋅ 𝑣𝑎
 𝑇(𝑟𝑏 − 𝑟𝑎)

− 𝑠2(𝑣𝑏 − 𝑣𝑎)
𝑇(𝑟𝑏 − 𝑟𝑎))𝑇𝑠   ≤ [max(0, ‖𝑟𝑜 − 𝑟𝑠‖

2 − 𝛥)]2  

(16) 

We can further rewrite it according to (10): 

 𝛼 + 𝛽𝑠 ≤ 𝑔(𝑠), ∀𝑠 ∈ [0,1] (17) 

With: 

 𝛼 = 𝑣𝑎
 𝑇 ⋅ 𝑇𝑠 ⋅ (𝑟𝑜 − 𝑟𝑎) (18) 

 𝛽 = 𝑇𝑠(𝑣𝑏 − 𝑣𝑎)
𝑇(𝑟𝑜 − 𝑟𝑎) − 𝑇𝑠𝑣𝑎

 𝑇 ⋅ (𝑟𝑏 − 𝑟𝑎) (19) 

 

 𝑔(𝑠) = [max(0, ‖𝑟𝑜 − 𝑟𝑠‖ − 𝛥)]
2 (20) 

 

In turn the safety constraint in (17) is satisfied by the following sufficient condition: 

 max{𝛼, 𝑎𝑙𝑝ℎ𝑎 + 𝛽} ≤ min
𝑠
𝑔(𝑠) 

(21) 

Notice that: 

 
min
𝑠
𝑔(𝑠) = [max (0,min

𝑠
‖𝑟𝑜 − 𝑟𝑠‖ − Δ)]

2
 (22) 

Where min
𝑠
‖𝑟𝑜 − 𝑟𝑠‖ − Δ, when positive, is the distance between a sphere of radius Δ centered in 𝑟𝑜 and 

the link. In the end the safety constraint can be rewritten as: 

 𝛼 = 𝑇𝑠 ⋅ (𝑟𝑜 − 𝑟𝑎)
𝑇 ⋅ 𝑣𝑎 ≤ min

𝑠
𝑔(𝑠) (23) 

 𝛼 + 𝛽 = 𝑇𝑠 ⋅ (𝑟𝑜 − 𝑟𝑎)
𝑇 ⋅ 𝑣𝑏 − 𝑇𝑠 ⋅ (𝑟𝑏 − 𝑟𝑎)

𝑇 ⋅ 𝑣𝑏 − 𝑇𝑠(𝑟𝑏 − 𝑟𝑎) ⋅ 𝑣𝑎 ≤ min
𝑠
𝑔(𝑠)  (24) 

We can rewrite the constraint in its matrix form as: 

 𝑇𝑠𝑬�̇� ≤ 𝑓, with (25) 
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𝐸 = [

(𝑟𝑜 − 𝑟𝑎)
𝑇𝑱𝑎 

(𝑟𝑜 − 𝑟𝑎)
𝑇𝑱𝑏 − (𝑟𝑏 − 𝑟𝑎)

𝑇𝑱𝑎
] (26) 

 
𝑓 = min

𝑠
𝑔(𝑠) ⋅ [

1

1
] , (27) 

And 𝑱𝑎, 𝑱𝑏 are the Jacobians of the position of the two link endpoints, and �̇� is the vector of angular 

velocity. It is possible to extend this representation to an arbitrary number of links by indexing each 

formula: 

 𝑇𝑠,𝑖 ⋅ 𝑬𝑖 ⋅ �̇�𝑖 ≤ 𝑓𝑖,      ∀𝑖 = 0,1, … , 𝑛  (28) 

5.5 Extension to arbitrary convex obstacle 
Consider a generic (convex) obstacle 𝑂, with 𝑟𝑜 ∈ 𝑂. Equation (25) can be rewritten as: 

 𝑇𝑠 ⋅ 𝑬(𝑟𝑜) ⋅ 𝒒 ̇ ≤ 𝑓, ∀𝑟𝑜 ∈ 𝑂 (29) 

Ideally the points to be checked are infinite, but a sufficient condition of satisfaction can be found 

rearranging equation (29) as: 

 𝑇𝑠 ⋅ 𝑬(𝑟𝑜) ⋅ 𝒒 ̇ ≤ min
𝑟𝑜
‖𝑓(𝑟𝑜)‖∞ ⋅ [

1
1
] , ∀𝑟𝑜 ∈ 𝑂 (30) 

Here the right side term basically represent the closest point of 𝑂 to the current link and can be easily 

computed with a collision detection algorithm such as the GJK algorithm. Since the left side is still 

linear wrt 𝑟𝑜 ∈ 𝑂 the constraint can be written as: 

 𝑇𝑠 ⋅ 𝑬(𝑟𝑜) ⋅ 𝒒 ̇ ≤ min
𝑟𝑜
‖𝑓(𝑟𝑜)‖∞ ⋅ [

1
1
] = 

= 𝑇𝑠 ⋅ (𝑟𝑜
 𝑇 ⋅ 𝑬0 + 𝑬1) ⋅ �̇� ≤  min

𝑟𝑜
‖𝑓(𝑟𝑜)‖∞ , ∀𝑟𝑜 ∈ 𝑂 

(31) 

Because of the convexity the constraint refers to (it’s linear!), equation (31) can be rewritten 

equivalently in terms of vertices of 𝑂 thus reducing the complexity to a finite case ∀𝑟𝑜 ∈ 𝑝𝑜𝑖𝑛𝑡𝑠(𝑂). 
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6 PREVIOUS WORK RELATED TO INDUSTRIAL HRC 

An extensive amount of work has been done in the setting of HRC. A recent and quite complete survey 

can be found in [15]. The literature can be broadly divided in 3 categories: methods based on 1) Control, 

2) Motion Planning (MP) and 3) Prediction of Human Occupancy. The first two approaches usually 

deal with limiting the total amount of energy of the robot system, with collision prevention by definition 

of safety regions or by maintaining a minimum distance between robots and operators. However in [16] 

the authors show that such a completely reactive approach can lead to inefficient HRI and is often 

perceived as unsafe/uncomfortable by operators. Moreover, those concepts can be unsafe in many 

applications, such as high-payload robots which are usually deployed in scenarios in which it is 

desirable to guarantee safety by means of noncontact while the robot is in motion. For several reasons 

[15] methods based on MP directly consider human presence and movement when computing robot 

paths and motions; in this sense they must be able to deal with real-time re-planning with geometric 

and task-aware constraints. An advantage over purely control based is that motion planning methods 

produce movements and paths which are socially acceptable and perceived as comfortable and natural 

by humans. However there are practical limits when reasoning only on the current configuration of a 

real-world scenario such as that of a factory [15]. Hence, the ability of maintaining safety in a dynamic 

environment is severely limited for these approaches, in particular when operators and robots must work 

in close proximity. These observations lead to the concept of prediction, which involves forecasting 

human behavior and planning the robot movements accordingly. The approach of Hidden Markov 

Models (HMM) was proposed in literature [17] [18] [19], but even if HMM can compute motion plans 

that are safe in terms of collision and psychological perception, they can only be updated when a newly 

observed trajectory is completed: this means that when a human follows an unknown pattern, the 

obtained prediction is inaccurate or even useless until the motion has been completed and the model is 

updated.  

Particularly interesting is the so-called dynamic envelope developed by Vatcha and Xiao in [20] [21], 

which is a region, around the robot surface, whose size depends on both robot/obstacle relative position 

and velocity and is guaranteed to be collision free within a certain prediction horizon. Building on this 

concept, a new class of predictive models arose: the human body is modeled as a kinematic chain [22]; 

the prediction is performed by constructing a series of convex polytopes on this model, taking into 

account the complex dynamics of the human body and their possible motion. In this setting the 

predictive ability is in fact the reachability analysis performed on the kinematic model in the 

corresponding prediction horizon. Hence, a dynamic envelope is built both on operators’ bodies (taking 

into account their possible and probable motion) and on the robot itself. By guaranteeing that the two 

envelopes do not intersect, a collision free, safe environment for HRC can be guaranteed. Of course not 

all production tasks can be reduced to simple collision avoidance. In these cases, the robot shall move 

at very low speed, taking into account also the shape of the end-effector or part it is carrying and the 

possible area of impact in order to eliminate the risk of injuring operators.  
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7 THE ONLINE SAFETY ASSESSMENT MODULE 

The industrial scenarios proposed in the SHERLOCK project consist of assembly stations where panels 

are pre-assembled before being mounted on the final product. The assembly processes are highly 

variable as there are different kinds of panels which vary in size, weight and number of components. 

Due to the number of use cases, requirements for assembly and inspection vary a lot. Accessibility on 

both sides of the panels is required for assembly operations, therefore they must be repositioned and 

moved at least twice during the assembly. The operator has to work and bend onto both sides to fix 

particulars. Weight and size of components as well as the accessibility of working areas are all issues 

with respect to workers’ health. An operator may repeat the whole assembly process several times in a 

single shift, giving rise to chronic health problems such as chronic back pain, tendonitis and others. In 

this setting robotics can provide enough flexibility and autonomy to support production operations and 

improve ergonomics of operators, with a particular attention to the challenges posed to workers with 

special restriction. 

7.1 OSAM: SHERLOCK Vision 

The SHERLOCK’s vision of the future collaborative station consists in promoting the use of 

collaborative robots to handle heavy parts and their repositioning in the workstation or repetitive 

actions, reducing operators’ physical stress and increasing their comfort. Robots will be equipped with 

abilities of process perception as well as safety monitoring via formal methods. The capability of 

learning each operator’s preferences and habits will increase the quality of production and the safety of 

operators in terms of fatigue and stress, and reduce as well the amount of false alarms of safety 

violations. A key feature for the realization of such a vision is the ability of predicting human occupancy 

to optimize robot’s movement and the ability of measuring deviations with respect to the expected 

behavior of operators and act consequently to ensure safe interaction. 

The SHERLOCK approach to safety of human-robot collaboration promotes the deployment of online 

predictive monitoring implemented through the OSAM concept. The context architecture of the OSAM 

concept is depicted in Figure 5. The OSAM component receives robot trajectory information and 

operator’s tracking information from the Collaborative Manipulator and the tracking system, 

respectively, and provides feedbacks to the Collaborative Manipulator, the Task and Action Planning 

Software, the Workplace Monitoring Module and the Robot to Human Communication Module.  

 

Figure 5: OSAM Context Architecture 
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The OSAM prototype developed for the M18 milestone has been focused on the design and 

implementation of the safety agent and in particular on the predictive model, as highlighted in Figure 5 

by thick borders. The trust agent, safety monitor and the reaction system will be designed at the second 

prototype of this module, as the integration with the Collaborative Manipulator, the Task and Action 

Planning Software, the Workplace Monitoring Module and the Robot to Human Communication 

Module is planned for the M24 of the project. 

The OSAM concept is an on-line monitoring system to safeguard operators in a HRC environment. It 

continuously performs a formal on-line safety assessment, through the combination of a trust and a 

safety agent, which can identify deviations from the expected behavior, classify them as safe/unsafe 

and issue reaction commands. The objective is to increase operator’s safety without compromising the 

overall interaction efficiency and to overcome operators’ hesitancy by improving trust. The system 

connects with the cobot by observing the interactions with the operator and providing feedbacks in 

terms of the set safe actions. A cooperation loop is present with the operator to elicit preferences and 

signal potential deviations from expected or elicited behavior. 

The OSAM concept is based on two main components: the Safety Agent and the Trust Agent. The 

Safety agent will aim at detecting and avoiding in advance unsafe HRIs by continuously monitoring the 

status of the cobot and operator and assessing at run-time potential violations of safety requirements. 

Safety requirements are formalized with the paradigm of Assume/Guarantee Contracts. The Trust agent 

will be designed to become active only during the execution of safe actions and improves humans’ 

acceptance by performing deviation analysis, comparing learned operator preferences with ongoing 

activities.  

The safety agent is the core of our safety module. The agent monitors interactions between the human 

operator and the robot to detect safety requirements violations in advance and suggest the set of 

admissible actions to avoid safety violations. The safety agent comprises three components: 1) the 

predictive model, 2) the safety monitor, and 3) the reaction system.  

Through the predictive model, the safety agent maintains an internal model of the operator and updates 

the model based on the operator tracking data received from the Workplace Monitoring Module. To 

predict unsafe situations, the OSAM component predicts the occupancy volume of the operator for a 

relatively short time horizon in the future and flags such volume as safety relevant. Based on the 

trajectory input from the robot, the safety agent makes suggestions to the robot controller according to 

the predicted behavior of humans or flag the entire situation as unsafe, leading the system to a safety-

rated monitored stop. The prediction is performed by computing the reachability analysis of the 

physically feasible behavior of human operator. It is based on the analysis of the dynamics of human 

joints and their interdependency and on the knowledge of the tasks that have to be performed by both 

operators and robot, combining the dynamics of the human body with the process of production to 

forecast operators’ occupancy in space. The predictive model implemented in the prototype focuses on 

the occupancy volume determined by the operator’s arms, which are the more challenging elements of 

the human body given the high speed, range and degrees of freedom achievable and the relevant role 

the operator’s arms play in human-robot collaboration.  

For extension to broader movements of humans, such as an operator moving in the production station 

(e.g. he/she is not standing still or seating while working), we plan to use the VFOA technique [23] 

combined with task knowledge and on-field learning for long-term trajectory prediction. In this sense a 

finite time-horizon unrolling of expected interactions will be performed to evaluate the reachability of 

unsafe states, as well as detection of actions leading to safe and unsafe states is executed in real-time 

and communicated to the robot. We plan to use this model as it is accurate enough and easy to compute 

and update with real-time tracking data.  

As mentioned earlier the prototype for the M18 milestone has been limited to the implementation of the 

predictive model. The development of the safety monitor and the reaction system will allow the safety 

agent to continuously check the evolution of the model and to suggest actions to the robot controller in 

order to ensure safety. Depending on the robot interface, actions suggested to the robot may include 

activation or deactivation of safety relevant areas, switch to a new task, trajectory/motion re-planning, 

speed or acceleration control or, only in extreme cases, safety-rated monitored stop.  
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7.2 Challenges 

The development of this approach requires to face several technical and non-technical challenges. 

Active prediction of human actions and motions relies on the accuracy of the predictor, and as shown 

in literature [16] predicting can be very hard and subject to a plethora of factors. While the accuracy of 

the predictive model can be measured against publicly available databases of motion capture data, the 

evaluation of the effectiveness of the collaboration may be difficult. Even if quantitative metrics such 

as task execution time and human/robot idle time can be computed, the evaluation of the overall 

collaboration must also take into account trust and human acceptance. In this regard subjective measures 

evaluated through questionnaire responses may be relevant, for instance see [24].  

Another open point is how to comply with EU regulation on privacy. The safety module needs to 

identify the operator to some degree in order to adapt the predictive model to their specific physical 

characteristics as well as their preferences on the job and it needs to store such information. Moreover, 

the system needs to constantly track the way in which operators perform their job and store the data in 

order to be able to learn from it. These required capabilities seem to be in direct contrast with EU 

regulation on privacy which is strict on the kind of data that can be recorded and stored, especially on 

the workplace. On the same track, the continuous monitoring may create uncertainty and doubt in 

factory workers, as they may perceive it as a check on the performance of their job, decreasing trust and 

acceptance of the robot system. 

7.3 Approach According to Use Cases 

We direct the reader to deliverable D1.2 for a complete description of all use cases and to deliverables 

D1.3 and D1.4 for the full description of the approach for each use case. In short, for OTIS and VDL 

the OSAM module will use, alongside with a suitable perception system, the technologies described in 

this document. For Sofitec use case, OSAM module will only use collision detection algorithms given 

the fact that with current technologies it is impossible to cover such a large area with accurate enough 

perception systems. For the FIDIA use case, OSAM module is not applicable as there is no HRC 

involved.  
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8 MODEL: HUMAN OCCUPANCY FOR A STANDING HUMAN 

8.1 Predictive Model 

In the previous sections we introduced the concept of separation distance given a set of points and a 

robot link. In order to enforce (29), a number of approaches have been proposed in literature: in this 

section we overview our approach, which is an extension of the work proposed in [25].  

Prediction of human movements is hard. In fact, while trajectories of the robot are usually known and 

can be outputted by the robot controller itself, humans are known for being unpredictable and can 

perform very fast movements, especially in the upper body. The development of a predictive model 

requires a deep knowledge of human dynamics, as well as the ability of predicting the next movement 

in a way which is accurate enough to avoid stopping the robot constantly and conservative enough for 

the human to operate safely.  

Several approaches are widely adopted to limit the danger posed by robots to humans, such as fences, 

alarmed doors and light curtains. Given a formalization of such approaches, when the safety controller 

detects that a human is entering or going to enter the (static) occupancy area of the robot, the robot 

performs a Category 2 stop, meaning that the robot stops without removing power supply to the motors 

and can restart when the human exits the unsafe area. Other approaches use dynamic safety areas, in 

which the position of operators is detected and surrounded with a virtual safety area (usually a sphere 

or cylinder of some radius which englobes all the possible movements of the human, such as the 

extension of arms and flexion of torso). The safety area location is updated constantly according to the 

position of the human. Whenever the operator gets too close to the robot, or the trajectory of the robot 

is going to intersect with the occupancy area of the human, the robot performs a stop (or slows down, 

getting ready to stop). A complementary approach is that of safety areas defined on a grid. In this case 

the position of the human is detected with respect to a grid which surrounds the production cell: the 

robot is usually programmed to proactively avoid the cells of the grid which are occupied by operators 

and to slow down according to standards’ requirements when it gets close. 

However, even if they are widely adopted in industry, these approaches do not allow a breakthrough in 

the collaboration of humans with robots, especially if the goal is that of having a coexistence which 

seems natural to humans, as if they were working side by side with other operators. For this reasons it 

is important for the robot to be able to predict the behavior of the human and to plan its actions 

consequently – alongside with other factors, such as readability and interpretability of robot’s 

movements as well as the ability of the robot of performing the action that humans are expecting at that 

moment. There is of course also the complementary problem of sensing the human pose, which is out 

of scope with respect to this document.  

8.1.1 Digital Human Model 
The human body is often modeled as a hierarchy of kinematic chains, in which some are independent 

from the others (e.g. legs and arms), while others have a strong interdependency (for instance the 

position of the shoulder with respect to position of upper back). Moreover, parts of the human body can 

deform, e.g. change their shape and length, when performing some movements (for instance the back). 

It is a structure with a very high degree of freedom and usually non-convex volume. However, many of 

these degrees of freedom do not contribute (greatly) to change the volume of body occupancy – think 

for instance about the sternoclavicular joint or the position of head with respect to the occupancy of the 

torso. For this reason it is assumed safe to just abstract the behavior of several joints in the human body 

to simpler structures, see for instance [26] [27] and [28]. 

The goals of our model are two-fold: being accurate enough to be used in a production environment 

and over-approximative so that all possible movements are enclosed in the prediction. It also has to be 

flexible enough to adapt to all the variation in size and mass among different persons. In order to account 

for the latter, we propose a calibration procedure to adapt a model to the person it is being applied to, 

in contrast with other models which try to be as general as possible. The calibration procedure could be 

automated by using for instance motion capture technology, even if that would introduce a significant 

error, or manual: in the latter we propose an initial calibration which is performed once for each 
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operator, and then stored in the safety device. This second approach requires the ability of recognizing 

which operator(s) is working in the station and could lead to privacy issues.  

Accuracy on the other hand can be achieved by using precise enough sensing and by tuning the 

prediction to be tight enough at short time horizon. Over-approximation instead can be obtained by 

taking into account all the possible movements that a human can perform in a finite time horizon, ideally 

at least the stopping time of the robot.  

In this document we assume that the input to our model is a sensor reading of the human pose, with 

some error which we interpret as a scaling factor greater than 1 which must be applied to the predicted 

occupancy. We also assume that inverse kinematics was already performed, and the pose of the human 

mapped to a digital human model, such as an abstracted skeleton. Moreover, we focus on upper body, 

as in a production environment movement of lower body can be easily approximated with a convex 

shape such as a combination of capsules and cones to abstract the occupancy of legs and torso. We use 

the position of markers for motion capture data as reference points to place the over-approximative 

model on the abstracted skeleton. 

 

Figure 6: Abstracted skeleton obtained from inverse kinematics of motion-capture markers at 

default pose with no animation, oblique view on the left, front view on the right [29] 

We enlarge the occupancy of the torso and lower back by overapproximating it with a capsule 𝐶𝑇𝐵, 

which starts from the marker of the pelvis and ends on top of the head. The height of the capsule is 

defined as the length between the pelvis marker and top head marker enlarged by 10% and then by 𝜖. 

The width is defined as:  

max (𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒(𝑙𝑒𝑓𝑡𝐻𝑖𝑝, 𝑟𝑖𝑔ℎ𝑡𝐻𝑖𝑝), 𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒(𝑙𝑒𝑓𝑡𝑆ℎ𝑜𝑢𝑙𝑑𝑒𝑟, 𝑟𝑖𝑔ℎ𝑡𝑆ℎ𝑜𝑢𝑙𝑑𝑒𝑟). 

To take into account variability of size in different individuals. Legs are abstracted with a kinematic 

chain of capsules whose radii is defined as 
𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒(𝑙𝑒𝑓𝑡𝐻𝑖𝑝,𝑟𝑖𝑔ℎ𝑡𝐻𝑖𝑝)

4
 to let them be overapproximative. 
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Figure 7: 7-DOF model of human arm. Right oblique view [25] 

A human arm is often represented as a kinematic chain with 7 degrees of freedom as shown in Figure 

7. Arms can be abstracted with a kinematic chain of capsules and spheres. We place a sphere on the 

glenohumeral joint between the humerus and the shoulder blade and enclose the upper arm (humerus) 

in a capsule defined at the shoulder and elbow, and the forearm in a capsule defined at the wrist and 

elbow. We enclose the hand in a sphere of radius 0.210m, as suggested in [30]; the center is located on 

the wrist: this way we can abstract the high mobility of hands by encapsulating them in a convex volume 

which do not impact too much on the overall occupancy of the body. The overall model can be treated 

as a union of two 3D convex volumes as shown in Figure 8. One convex volume encloses the shoulder, 

upper arm and elbow, while the other encloses the elbow, forearm and wrist. 

 

Figure 8: Overapproximative occupancy of 7-DOF human arm  

8.2 Problem Statement 
Here we report the problem statement of predicting human occupancy in terms of reachability analysis 

(RA): given a system whose dynamic is (partially) known by observation or formalization, RA is the 

process of computing the states that the system can reach in a finite time horizon. We define the state 

of the human body as the vectors of joint positions 𝒒 = [𝑞1, … , 𝑞𝑖], the vector of joint velocities 𝑣𝑞 =

[𝑣1, … , 𝑣𝑖] and the vector of accelerations �̈� = [�̈�1, … , �̈�𝑖], where index 𝑖 refers to the i-th joint. We 
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collect data using motion capture technology to parametrize this model. Joint positions are the Euler 

angles in radiants of the i-th joint with respect to the local coordinate system of the joint. Velocities are 

expressed in 𝑟𝑎𝑑 ∙ 𝑠−1 and accelerations in 𝑟𝑎𝑑 ∙ 𝑠−2. We extend the work in [84]] by introducing also 

state parameter 𝑗 = [𝑗1, … , 𝑗𝑖], which is the third derivative of position, e.g. the acceleration rate or jerk.  

Being in a prototyping phase, we obtain initial joint angles by analyzing several motion capture time 

series from publicly available databases, even if during later stages we will need to perform a user study 

to get more accurate data and to apply a calibration procedure which can ensure accuracy for all 

operators. Velocities, accelerations and jerks are found by numerical differentiation. We also enlarge 

these data by factor 𝜖 to take error into account. This process shall be performed offline and we will 

call it calibration of the model. The consortium is akin to investigate a calibration procedure that takes 

into account both normal movements and involuntary (or reflex) movements. We use this data to create 

an initial set of states for the user that the model will initially take as a reference, although they will be 

updated constantly. 

At every instant in time, vectors 𝒒, 𝒗𝑞 , �̈�, 𝒋, are updated from sensor reading to obtain the current state 

of operators in the production station. Positions and velocities are obtained from inverse kinematics, 

while acceleration and jerk from numerical differentiation. We handle the error introduced during this 

calculations. We then perform reachability analysis to identify the set of all reachable states on finite 

time horizon 𝑇𝑓. Here we stress that there is not a single reachable state, but given a configuration of 

human pose we compute all the possible states according to the given dynamics. Finally, we map the 

set of reachable states on the Cartesian space of the operator and build convex volumes which 

overapproximate the possible occupancy. Our claim is that, given parametrization and dynamics which 

are good enough, this method should be able to take into account all movements that a human can 

perform. 

We now state the problem of reachability analysis for human occupancy as the problem of finding 

reachable sets and then mapping them back to the space of operators. 

Definition. 𝐿𝑒𝑡 𝑺 𝑏𝑒 𝑎 𝑠𝑦𝑠𝑡𝑒𝑚 𝑤ℎ𝑖𝑐ℎ, 𝑎𝑡 𝑡𝑖𝑚𝑒 𝑡, ℎ𝑎𝑠 𝑠𝑡𝑎𝑡𝑒 𝒙(𝑡), 𝑖𝑛𝑝𝑢𝑡 𝒖(𝑡), 𝑎𝑛𝑑 𝑑𝑦𝑛𝑎𝑚𝑖𝑐𝑠  

�̇�(𝑡) = 𝑓(𝒙(𝑡), 𝒖(𝑡)), 𝑡ℎ𝑒 𝑝𝑜𝑠𝑠𝑖𝑏𝑙𝑒 𝑖𝑛𝑖𝑡𝑖𝑎𝑙 𝑠𝑡𝑎𝑡𝑒𝑠 𝒙(0) 𝑎𝑛𝑑 𝑖𝑛𝑝𝑢𝑡𝑠 𝒖(𝑡) 𝑎𝑟𝑒 𝑏𝑜𝑢𝑛𝑑𝑒𝑑 𝑏𝑦 𝑠𝑒𝑡𝑠  

𝒙(0) ∈ 𝑋0, ∀𝑡: 𝒖(𝑡) ∈ 𝑈(𝑡).  𝑇ℎ𝑒 𝑟𝑒𝑎𝑐ℎ𝑎𝑏𝑙𝑒 𝑠𝑒𝑡 𝑜𝑓 𝑠𝑡𝑎𝑡𝑒𝑠 𝒙 𝑎𝑡 𝑡𝑖𝑚𝑒 𝑡𝑓 𝑖𝑠 𝑔𝑖𝑣𝑒𝑛 𝑏𝑦: 

𝑅𝒙(𝑡𝑓) ≡ {𝒙(𝑡𝑓) = 𝒙(0) + ∫ 𝑓(𝒙(𝑡), 𝒖(𝑡))
𝑡𝑓

0

 𝑑𝑡 | 𝑥(0) ∈ 𝑋0, ∀𝑡: 𝑢(𝑡) ∈ 𝑈(𝑡)}. 

In our case the sensor reading is defined as the pose of the digital skeleton as introduced in previous 

section, which corresponds to 𝑥(0) in the previous equation.  

We define the occupancy mapping, which maps states to space occupied by the system: 

𝑚𝑎𝑝Γ(𝒙): 𝑋 ⟶ 𝒫(ℝ3).  

In the end we define the reachable occupancy. 

Definition. 𝑇ℎ𝑒 𝑟𝑒𝑎𝑐ℎ𝑎𝑏𝑙𝑒 𝑜𝑐𝑐𝑢𝑝𝑎𝑛𝑐𝑦 𝑎𝑡 𝑡𝑖𝑚𝑒 𝑡 𝑖𝑠 𝑑𝑒𝑓𝑖𝑛𝑒𝑑 𝑎𝑠  

Γ(𝑡) ⊇ {𝑚𝑎𝑝Γ(𝒙)|𝒙 ∈ ℛ𝑥(𝑡)}.  

𝑊ℎ𝑖𝑙𝑒 𝑡ℎ𝑒 𝑟𝑒𝑎𝑐ℎ𝑎𝑏𝑙𝑒 𝑜𝑐𝑐𝑢𝑝𝑎𝑛𝑐𝑦 𝑎𝑡 𝑡𝑖𝑚𝑒 𝑡𝑓 𝑖𝑠 𝑑𝑒𝑓𝑖𝑛𝑒𝑑 𝑎𝑠 𝑡ℎ𝑒 𝑢𝑛𝑖𝑜𝑛 𝑜𝑓 𝑎𝑙𝑙 𝑟𝑒𝑎𝑐ℎ𝑎𝑏𝑙𝑒 𝑜𝑐𝑐𝑢𝑝𝑎𝑛𝑐𝑖𝑒𝑠 𝑖𝑛 𝑡𝑖𝑚𝑒  

𝑖𝑛𝑡𝑒𝑟𝑣𝑎𝑙 [0, 𝑡𝑓]: 

Γ(𝑡𝑓) = ⋃ Γ(𝑡).

𝑡∈[0,𝑡𝑓]
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8.3 Simplified upper body model 
While the model presented in 8.1.1 is indeed over-approximative and can model human behavior, 

prediction for a structure like human arm with such a high degree of freedom is very hard to compute. 

Moreover, the rest of the body can be approximated as a rigid body with a set of capsules and other 

structures (such as a cone or a cylinder enclosing legs and upper body). We adopt a 3-DOF over-

approximation which reduces the complexity of prediction but introduces a singularity at the shoulder.  

We remove all capsules from the arm and leave just the sphere of the glenohumeral complex. We 

enclose the whole complex of the forearm (from the elbow to the tip of the hand) in a sphere whose 

diameter is the length of the forearm complex at its maximum extension. We call the volume represented 

by this sphere the end-effector. The end-effector encapsulates all the possible movements of the forearm 

complex and thus is an over-approximative model of its (very complex) dynamic as well as its high 

degree of freedom. We define the occupancy of the arm as the convex hull of the two spheres. This 

guarantees that during any movement the whole arm is enclosed in the convex volume (by the convex 

property) and hence this suffice to prove that it is an over-approximation. At this point we are left with 

a 3-DOF model, in which the two degrees of freedom of the shoulder are kept and the third is the 

distance between the centers of the two spheres (which we will denote as 𝑟3). In literature is broadly 

adopted a 4-DOF model, which is similar to the 3-DOF one we just presented but maintains the capsules 

of upper-arm and forearm. While its occupancy area is tighter than the 3-DOF model, it introduces two 

coordinate singularities: at the shoulder and at the elbow. Moreover, the bigger occupancy of the 3-

DOF model is mainly concentrated at the shoulder, and therefore is not really relevant for the sake of 

robot trajectories and safety (see Figure 9). 

 

 

Figure 9: The 3-DOF model revolves around a spherical coordinate system centered at the 

shoulder, the first two revolute joints represent the two angles, while the prismatic joint act as 

the radius 

 

3 
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Figure 10: Axis of the first two joints [29] 

A careful reading of the aforementioned 3-DOF model highlights the presence of a singularity when 

the end effector lies on one of the two axis of the revolute joints (see Figure 10: Axis of the first two 

joints ). We stress that it’s just a coordinate singularity, e.g. the coordinate is not defined and 

acceleration varies a lot for small changes in position. We solve this problem by aligning the z-axis with 

that of the clavicle (the acromial process blocks the alignment of the humerus with the clavicle), then 

we rotate them on the y-axis by ±5 degrees and z-axis by ±5 degrees. This solves the problem of the 

singularity. Note that this problem was already faced in literature and solved by different alignments of 

axis on the shoulder complex. However, our solution has the advantage of being relatively simple by 

exploiting the dynamics of the human body. 

8.4 Kinematic Model 
Several models have been proposed to address the dynamics of human behavior. They can broadly be 

divided in two categories: torque-based models and acceleration-based models. The first have been 

proposed by several authors, such as in [31] and [32], while in [33] a model for calculating motion 

according to torques in a kinematic chain is presented. However, torque-based models suffer from three 

major drawbacks: 

1. Mass, inertia, friction and other parameters are very difficult to compute; 

2. External torques applied to the kinematic chain are usually unknown 

3. The system is definitely non-linear, leading to computation times which are unsuitable for a 

real-time application.  

To the best of our knowledge, the most advanced acceleration-based model was presented by Aaron 

Pereira in his doctorate thesis. In his model the state 𝒙 of the system is represented by three component 

vectors, namely 𝑞, �̇� and �̈�, where the first is the vector of positions in spherical coordinate system, the 

second is the vector of velocities (radiants per second) and the latter is the vector of accelerations 

(radiants per square second). 

 However, while being fairly accurate for short time predictions, it has a number of open issues: 

1. It grows way too fast with relatively short time horizon; 

2. It does not consider reflex movements; 

3. In an attempt to reduce the predicted occupancy, the method only takes into account the states 

which correlate most with the current one. However, this choice causes the model to fall short 

in the case of extreme or reflex movements. 

We extend their model in two steps. The first one is to take the jerk into account in the computation of 

the prediction. We extend the acceleration model in [25] by bounding the uncertain inputs of 

acceleration for each joint according to the current jerk. The linear acceleration model can be described 

by a set of linear differential inclusions of the form: 
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[
𝒗
�̈�] = 𝒙 ∈ [

𝟎𝑘×𝑘  𝑰𝑘
𝑪

]𝒙 ⊕ [
𝟎𝑘×1

[𝒖𝑚𝑖𝑛, 𝒖max ]
]. 

 

(32) 

Where k is the number of joints (3 in our case), C is a matrix of size 𝑘 × 2𝑘 of coefficients (unknown), 

𝑰𝑘 an identity matrix of dimensions k, 0 a matrix of zeros and 𝒖𝑚𝑖𝑛, 𝒖max the vector of uncertain inputs 

to the model.  

Pereira suggests to split (31) for different joints, resulting in: 

�̈�𝑖(𝑡) ∈∑𝑪𝑖,𝑗𝑥𝑗(𝑡) ⊕ [𝒖𝑚𝑖𝑛,𝑖, 𝒖𝑚𝑎𝑥,𝑖]

2𝑘

𝑗=1

. (33) 

(32) can be further rearranged to take into account also the correlation between the current state and the 

dimensions most highly correlated with �̈�𝑖. Letting 𝑐𝑜𝑟𝑟𝑖 be the indices of such dimensions, and 𝐶𝑖,𝑐𝑜𝑟𝑟𝑖 

be the entries in row i of C in the columns 𝑐𝑜𝑟𝑟𝑖, we rearrange (31) to: 

�̈�𝑖(𝑡) ∈∑𝐶𝑖,𝑐𝑜𝑟𝑟𝑖𝒙𝑐𝑜𝑟𝑟𝑖(𝑡) ⊕ [𝒖𝑚𝑖𝑛,𝑖, 𝒖𝑚𝑎𝑥,𝑖]

2𝑘

𝑗=1

 (34) 

To help minimize the range of possible values, k data sets are constructed: 

𝑆𝑖 = {[𝑥𝑐𝑜𝑟𝑟𝑖
𝑇 , 𝒒𝑖]̈ 𝑡

𝑇}, ∀𝑡, 𝑤𝑖𝑡ℎ 𝑖 ∈ {1,… , 𝑘} 

The goal here is to minimize the term 𝒖𝑖,𝑚𝑎𝑥 − 𝒖𝑖,𝑚𝑖𝑛. We improve this formulation by bounding it by 

using the jerk value: the maximum input is bounded on the low end by the acceleration rate. 

𝒗𝒊(0) + �⃛�𝐢(0) ∗ 𝑡𝑓 ≥ 𝑢𝑚𝑎𝑥,𝑖 ≥ {[−𝐶𝑖,𝑐𝑜𝑟𝑟𝑖 , 1]𝑠𝑖|𝑠𝑖 ∈ 𝑆𝑖 } 

𝑢𝑚𝑖𝑛,𝑖 ≤ {[−𝐶𝑖,𝑐𝑜𝑟𝑟𝑖 , 1]𝑠𝑖|𝑠𝑖 ∈ 𝑆𝑖} 
(35) 

We can therefore find minimal interval for inputs by formulating the constraints in (34) as a linear 

programming problem. As a second step, we introduce another second order model to estimate the jerk 

as a linear function of the current state (acceleration and velocity): 

�⃛�𝑖(𝑡) ∈ ∑ 𝐶𝑖,𝑐𝑜𝑟𝑟𝑖𝒙𝑐𝑜𝑟𝑟𝑖(𝑡) ⊕ [𝒖𝑚𝑖𝑛, 𝒖max

𝑗=2𝑘

𝑗=1

]  

That is, we use the same approach as in Pereira to overapproximate the jerk at time t.  

We keep on updating all data as soon as new movements are recorded in order to improve model 

precision and account for individual peculiarities of each operator.  

8.4.1 Combining Models 
In this section we present the complete method to predict the occupancy of human arms. Computing 

the intersection of reachable sets obtained from lower order models is easier than computing an 

equivalent, higher order model. The sets ℛ1, … , ℛ𝑛 corresponding to models ℳ1, … ,ℳ𝑛 are 

intersected, resulting in tighter overapproximative occupancy  ℛ𝑒 = ⋂ ℛ𝑖 𝑛
𝑖=1 .  

We combine: a model of maximum joint positions which is fixed from the dynamics of each individual; 

this model acts as an invariant and limits the reachable occupancy to the actual capabilities of the human 

arm. A model of maximum velocity as a function of current position and maximum reachable velocity 

according to current acceleration and jerk; a model of maximum acceleration, based on current jerk, 

position and velocities; in the end, the model presented in previous section. 
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8.4.2 Conversion to occupancy 
Having determined the states that the system can reach, we now need to convert them to a volume in 

Cartesian space. The volume computation is done by using the algorithm explained in [22]. At the time 

of writing our software implementation is not able to render in 3d the computed occupancy. The 

occupancy is represented in set notation, which is very accurate and does not cause any loss of precision. 

However it can be problematic for the computation of distances with obstacles as, by definition, it deals 

with an infinite number of points in a finite set. 

8.5 Validation 
We validate the model by using the Carniege Mellon Motion Capture Database [29] which is publicly 

available and free for use. Being in an early prototyping phase, we currently lack the ability of 

performing motion capture, and hence we calibrated the model by using some of the movements present 

in the same database which we excluded from the validation procedure. In everyday motion there are 

movements like walking, construction works, drinking, climbing a stair. In sports motion we have 

movements such as boxing, hitting a baseball ball and bouncing a basketball ball. In dance there are 

various classical and popular dance movements. In acrobatics there are movements such as hanging on 

ropes or gymnastic movements. We used 10 motions from the everyday motion category and 5 from 

the sport in order to account for extreme movements in our initial dataset. 

From the everyday motion category, we used:  

• Subject 02, motion 5: punching.  

• Subject 03, motion 9: drinking. 

• Subject 18, motion 10: angry gestures. 

• Subject 02, motion 2: walking. 

• Subject 13, motion 12: reaching for something high. 

• Subject 18, motion 3: pulling. 

• Subject 22, motion 13: passing object. 

• Subject 22, motion 20: lifting heavy object. 

• Subject 13, motion 27: hand gestures. 

From the sport section we used: 

• Subject 13, motion 17: boxing. 

• Subject 13, motion 18: boxing. 

• Subject 13, motion 31: jumping jack. 

• Subject 86, motion 10: running. 

• Subject 86, motion 4: running and various activities. 

We mirrored the calibration motions on the y-axis of the root bone in order to obtain the same data for 

each arm. The strong assumption here is that both arms perform in the same way, which apparently is 

not the case for the vast majority of population, but this issue will disappear once we run a proper 

calibration procedure. 

We ran the initial validation of the model by obtaining predictions with fixed time t = .0333s and then 

checking if the markers of the operator sat inside the predicted volume in time t. We validated our model 

first in the version presented by Pereira (3-DOF, t=33.3ms), and then with our modifications. We show 

results in Table 2. 

Table 2: Comparison of 3-DOF models 

Dataset Pereira like Model Jerk Model 

Everyday 96 96 

Sport 42 42 

Dance 61 54 
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Dataset Pereira like Model Jerk Model 

Acrobatics 46 46 

 

We note that both models perform worst compared to Pereira’s work. We impute this behavior to the 

incomplete calibration procedure. While our model overall results are comparable with that of Pereira, 

the introduction of the jerk in the computation resulted in tighter occupancy for some motions, 

especially in the shoulder area. This is not really relevant because the shoulder area is already a no-go 

zone because of its proximity to the head, but it may signal the possibility of improving the tightness of 

the prediction with better calibration. We argue that including calibration for extreme motion could 

improve overall results and in particular improve the reliability of both models with fast motions.  

8.6 Discussion 
While the previously shown model works quite well, it suffers from several drawbacks: the first and 

obvious one is that the occupancy area (convex hull) is computed in set notation, which is not suitable 

for fast and real-time collision detection while conversion to face and vertices representation would 

lead to an arbitrary loss of precision and is computationally expensive. The model also suffers from 

lack of accurate data due to currently used technologies: numerical differentiation of motion capture 

data is noisy and negatively affects the predictability and efficiency of the model. Moreover, the 

introduction of acceleration rate contributes little to the overall precision of the model. For this reason, 

we developed a new, simpler model which, while being less conservative, is easier to compute and more 

robust to noisy data. 

8.7 Interval Arithmetic Model 
We can reformulate the previous 3-DOF predictive model in terms of interval arithmetic. Let the state 

of the kinematic chain be 𝒙 = [ 

𝒒
�̇�
�̈�
], and the initial be state 𝒒𝟎 = [

𝒒𝟎
�̇�𝟎
�̈�𝟎

], the limits for the reachable 

occupancy of the arm at time t is given by closed intervals: 

𝒙𝑡+1
1 =

{
 
 

 
 [𝒒𝒊𝒏𝒇, 𝒒𝒔𝒖𝒑]

[𝒒𝟎 + �̇�𝒊𝒏𝒇 × Δ𝑡𝑡+1 , 𝒒𝟎 + �̇�𝒔𝒖𝒑 × Δ𝑡𝑡+1 ]

[𝒒𝟎 + �̇�𝟎 × Δ𝑡𝑡+1 + �̈�𝒊𝒏𝒇 ×
Δ𝑡𝑡+1

2

2
, 𝒒𝟎 + �̇�𝟎 × Δ𝑡𝑡+1 �̈�𝒔𝒖𝒑 ×

Δ𝑡𝑡+1
2

2
]

 

Vectors 𝒒𝒊𝒏𝒇, 𝒒𝒔𝒖𝒑 are constantly updated at each time instant. In practice, we defined invariants which, 

according to the dynamics of the human arm, the occupancy cannot exceed. Moreover, given that the 

computation is performed on angles, we need to normalize the result of the previous operation in terms 

of the dynamics of the kinematic chain (meaning that we do not allow a link of the kinematic chain to 

turn several times alongside its spherical coordinate system because that would not make sense).  

However this approach is static and leads to an overall too large predicted occupancy. We can introduce 

another model based on interval arithmetic which takes into account also the velocities of the kinematic 

chain: 

𝒙𝑡+1 
2 = [𝒒𝟎 + �̇�𝟎 × Δ𝑡𝑡+1 , 𝒒𝟎 + �̇�𝟎 × Δ𝑡𝑡+1 ] ⊕ [𝒒𝟎]  

Where 𝒒�̇� is the velocity at time t and Δ𝑡𝑡+1 is the prediction time horizon. We define also a model 

based on acceleration which is then normalized as well. 

𝒙𝑡+1
3 = [𝒒𝟎 + 𝒒�̇� × Δ𝑡𝑡+1 + �̈�𝟎 ×

Δ𝑡𝑡+1
2

2
, 𝒒𝒔𝒖𝒑 + 𝒒�̇� × Δ𝑡𝑡+1 + �̈�𝟎 ×

Δ𝑡𝑡+1
2

2
 ] ⊕ [𝒒𝟎]  

The operator ⊕ is defined as: 

[𝑎, 𝑏]⊕ [𝑐, 𝑑] = {[𝑥, 𝑦]|𝑥 = min(𝑎, 𝑐) , 𝑦 = max (𝑏, 𝑑)} . 

This ensures that we are taking into account also the current position of the kinematic link.  



SHERLOCK  820689 

-30- 

We discard the introduction of acceleration rate in this section because it is noisy and because, given 

the fact that (as we will see) this model is already larger than the actual reachable occupancy (given 

data accurate enough), it would not contribute that much to accuracy. Note that the three models are 

computed separately for each coordinate of the spherical coordinate systems of joints, where the radius 

is the length of component 𝑟3 previously introduced.  

The fundamental step is to compute the intersection of the three models for each coordinate component 

separately, and we obtain: 

𝐼𝑡+1 =⋂ 𝑥𝑡+1
𝑖

𝑖
, ∀ 𝑖 = 1,2,3.  

The set I is a set of intervals for each component of the coordinate system of the joint. We now compute 

the Cartesian Product of the three components in order to obtain the first step of reachable occupancy: 

ℛ𝑝 = 𝐶𝑃(𝐼𝑡+1) 

 ℛ𝑝 defines a cuboid in the spherical coordinate system of the 3-DOF model. Note that this model is 

already over-approximative with respect to the limits of the maximum reachable occupancy in terms of 

tracker points defined in the motion capture. We then enlarge it by means of Minkowski sum with 

sphere 𝑆𝐹 as defined in previous sections according to the 3-DOF model. We also place sphere 𝑆𝑠 at the 

origin. At this point, we define the reachable occupancy ℛ as: 

ℛ = 𝐶𝐻(ℛ𝑝⊕𝑆𝐹 , 𝑆𝑠) 

This model is indeed over-approximative and encloses reachable occupancy whit a much simpler 

approach which does not involve differential inclusions. Moreover, given its interval-based nature and 

the normalization of values with respect to the actual possible values, it is more robust to noise. The 

convex hull is computed in a more traditional way by using the Quick Hull algorithm [34] which outputs 

a set of vertices and triangles, making real-time collision detection easier compared to the set notation. 

8.8 Validation and Discussion 

For the calibration of the model we used the same approach as in section 8.5. Results are shown in 

Table 3. 

Table 3: Comparison of 3-DOF models and interval arithmetic model 

Dataset Pereira like Model Jerk Model Interval Arithmetic Model 

Everyday 96 96 96 

Sport 42 42 46 

Dance 61 54 66 

Acrobatics 46 46 46 

 

This model performs slightly better in terms of prediction accuracy, at the price of a larger predicted 

occupancy. Fortunately, most of the predicted occupancy increase is concentrated in the zones of head 

and torso, which is a “no-go” zone anyway. The average computation time is ~1ms for the interval 

arithmetic algorithm and between 6 and 8ms for the quick hull algorithm on a non-real-time machine 

equipped with an Intel Core i7-6820HQ with 16GB of RAM and a single threaded implementation.  
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9 MONITORING APPROACH 

In the context of the sciences of formal methods, online monitoring (also known as runtime verification) 

has been a prominent field for many decades. The term “verification” implies some notion of 

correctness with respect to some property; this is different from the term monitoring which only suggest 

there is something that is observed. Runtime verification is a formal method, which complements (or 

in certain scenarios can substitute) classical exhaustive verification techniques such as model checking 

with a more practical approach that analyzes a single execution of a system. The great advantage of 

runtime verification is that it can be applied at any stage of design or implementation, ranging from 

executable design models (such as Simulink models) to actual system implementation. In fact, runtime 

verification provides flexible, algorithmic approaches that can be adapted to a specific domain of 

models, including system models (to verify global properties of the system) or software 

implementations in common languages such as Java or C++. 

As mentioned, the whole idea of monitoring requires some notion of correctness, e.g. a specification of 

some correct behavior that the system under scrutiny shall respect. Usually the specification is 

expressed with the help of some formalism, such as Linear Temporal Logic (LTL) [35]: in the case of 

SHERLOCK the specification is the parallel composition [36] of all the correct and allowed behaviors, 

both in terms of robot and operator. In principle, whenever a violation is detected, three scenarios arise: 

(1) the robot is violating the safety specification, (2) the human is violating it, (3) neither of the two, 

implying that the specification is incomplete. However, the whole concept of runtime verification is 

based on the concept of traces: (possibly infinite) sequences of symbols produced by the system under 

observation according to its dynamics. Therefore, given: a specification of correct behavior, a definition 

of the dynamics and an observer (monitor) of the system, runtime verification can reason on the system 

and provide an exhaustive, impartial and anticipative answer with respect to the observed trace [37].  

While online monitoring is a consolidated field, more recently scientists are experimenting with the 

application of Satisfiability Modulo Theory (SMT) to the world of runtime verification. Their strength 

lies in the fact that, although SMT was born as a means for model checking, it is a powerful tool which 

is able to deal with complex mathematical concepts (such as operations with real numbers). SMT tools 

are then used to prove satisfaction of properties at run time. Intuitively, given the dynamics of the system 

under scrutiny and the current state, the SMT approach is able to reason on quantities and on the 

dynamics to prove that, from the current state up to a (possibly infinite) arbitrary number of states in 

the future, the system will satisfy or violate a property. This is especially useful in reasoning with 

systems which show a hybrid dynamic or for properties which require quantitative reasoning. 

While both the approaches have several advantages and some disadvantages, they both prove to be 

inadequate when it comes to HRC, and they both have the same problem: it is quite impossible to 

provide comprehensive dynamics of human behavior. While it is indeed possible to reactively monitor 

human behavior, describing what a human can do in a finite time horizon is, to the best of our 

knowledge, impossible. On one hand, we are not aware of and we were not able to deduce a symbolic 

representation (a meaningful trace) of some human behavior; on the other, even if it were possible, since 

the dynamics of human behavior are not known, it is impossible to reason on such traces like for 

deterministic systems. There are also practical problems. For instance, as previously explained, 

monitors need to be impartial and for this reason Bauer et al. introduced the 𝐿𝑇𝐿3 semantics (and in 

general the idea of a 3 valued semantic formalism) [38]. To cope with the need of a monitor to be 

impartial, we introduced the concept of the third value “inconclusive” alongside “true” and “false” so 

that runtime verification could express the fact that the monitor cannot provide a definite answer to the 

question whether the property is verified or not. However, this is unacceptable in a safety setting. On 

the SMT side, given the lack of human dynamics, any SMT implementation can produce a number 

which is able to falsify over any finite time horizon any safety property. Limits could be introduced, 

but with what criteria? How to pick the right limits and bounds for human dynamics? It would be indeed 

an arbitrary and unacceptable decision in a safety setting. Moreover these limits tend to change from 

individual to individual, and an SMT approach would make it either extremely conservative in order to 

take into account all individuals (we mention that the tallest living man in the world measures 251cm 

according to Guinnes World Record 2011).  
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In 8.7 we presented a model which is able to dynamically adapt to these limits and to quantitatively 

compute an over-approximation of human occupancy given unknown dynamics. The formalization of 

safety requirements as contracts can be evaluated as a Mixed Theory Boolean Algebra. At each instant 

of time, values are mapped to expressions which in turn are evaluated to be true or false. In particular, 

we use the GJK algorithm to evaluate in real time the minimum distance between the robot and the 

predicted human occupancy volume, compare it to the safety requirements, and output the 

corresponding value. The same approach can be used to successfully predict longer-term movements 

and other kind of violations, such as unintended human behaviors (too fast movements or forbidden 

actions) or robot’s violations of safety requirements (such as moving outside the working area). In this 

sense, the formalization of the safety distance proposed in section 5, instrumented with parameters 

derived from ISO/TS 15066, is helpful for the certifiable evaluation of safety distances in a predictive 

way. Moreover, the same approach can be used to help the robot planner implemented in the Task and 

Action Planning Software to avoid areas which will be probably occupied by the human or that will 

lead to a violation of safety. 

The inherent advantage of this approach is its exhaustiveness. Other approaches based on heuristics can 

be fooled by new, unobserved movements, while the approach we presented can – in theory – be 

calibrated to include all possible movements. Moreover, it is possible in theory to update the model on 

the fly as soon as a new movement is detected and consequently expand the prediction.  
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10 CONCLUSIONS 

In this document the OSAM concept has been presented and positioned in a context architecture. The 

context architecture defines the relationships of the OSAM with other SHERLOCK modules, including 

the Task and Action Planning Software, the Collaborative Manipulator, the Robot to Human 

Communication Module, The Workplace Monitoring Module. The OSAM concept revolves around two 

main ideas: The prediction of the operator’s occupancy volume and the learning of the operator’s 

preferences to increase human trust in the robot. The former will be implemented by the safety agent, 

while the latter will be implemented by the trust agent. The safety agent, which is the focus of the first 

prototype, follows the speeds and separation monitoring paradigm from the ISO 10218-2 standard, 

which in turn is based on the protective separation distance or safety distance. The monitoring of the 

safety distance by the OSAM relies on the prediction of the operator’s occupancy volume. A tight 

computation of the operator’s occupancy volume is complex due to the uncertainties, range and the 

degrees of freedom of the human motions. In this document a method to compute the occupancy volume 

of the operator’s arms for a given time window in real-time has been presented. The method has been 

validated and demonstrated using a set of human motions from the public domain. The challenges that 

the SHERLOCK project faces to deploy this method for safe human-robot collaboration include the 

availability of frequent, precise and accurate human body tracking information from the field and 

certifiable solutions for the implementation of the monitoring system. 
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11 GLOSSARY 

CPS Cyber-Physical System(s) 

DB Data Base 

DOF Degrees of Freedom 

EEA European Economic Area 

EU European Union 

GJK Gilbert-Johnson-Keerthi 

HAF Human Acceptance Factor 

HMM Hidden Markov Model 

HRC Human Robot Collaboration 

HRI Human Robot Interaction 

IEC International Electronic Council 

ISO International Standardization Organization 

LTL Linear Temporal Logic 

MP Motion Planning 

OSAM* Online Safety Assessment Module 

PFL Power and Force Limiting 

RA Reachability Analysis 

RHCM Robot to Human Communication Module 

RV Runtime Verification 

SMT Satisfiability Modulo Theory 

STL Signal Temporal Logic 

TAPS* Task and Action Planning Software 

WMM* Workplace Monitoring Module 

 

 

 

 

 

* SHERLOCK modules. 
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A. BACKGROUND ON TEMPORAL LOGICS 

A temporal logic is a formalism that allows to express specifications which account for time, meaning 

that alongside with invariants (which must be always satisfied) it allows to define properties which must 

be satisfied only when certain temporal conditions are met. Linear temporal logics deal only with 

timelines, while branching time temporal logics allows to reason about multiple timelines. Among 

those, Linear Temporal Logic (LTL) is the most intuitive, dealing only with future in a linear manner 

(although operators able to deal with the past as well can be introduced leveraging existing ones). 

However, LTL has some limits. Consider for instance the property: “whenever signal r is true, signal g 

must be true in 1 second”. This property can be expressed in LTL as: 

𝐺(𝑟 ⟹ 𝐹 𝑔) 

Which reads: always (globally), whenever r is true, at a certain point in the future also g must be true. 

However, this statement captures only the fact that there is an order on events. LTL cannot express the 

fact that g must happen in 1 second. To deal with this kind of requirements, Metric Temporal Logic 

was introduced. The same property can be then rewritten as:  

𝐺(𝑟 ⟹ 𝐹[0,1𝑠]𝑔) 

Which successfully encodes the fact that g must be true in 1 second (a particularly careful reader may 

note the ambiguity in the text of the requirement it-self with the use of preposition “in”, but for the sake 

of this section we will stick to a high level view of the formalism). 

However, with MTL we are still dealing with Boolean predicates, even if we were able to introduce the 

notion of continuous time (real-time). Consider for instance a different version of the previous 

requirements: “whenever signal r has a value bigger than 1, the value of signal g must be greater than 

0.5 in one second”. Nor LTL nor MTL can deal with this kind of requirements. Of course one could 

provide a semantics which maps the given constraint on a Boolean predicate, but this kind of approach 

increases complexity of writing down a formal specification and reduces readability. Signal Temporal 

Logic (STL) overcomes this limitation by introducing predicates over real values. The previous property 

can be successfully expressed as: 

𝐺(𝑟[𝑡] > 1 ⟹ 𝐹[0,1𝑠] 𝑔[𝑡] >  .5 ) 

A.1 Signal Temporal Logic 

Signal Temporal Logic is a formalism for specifying properties of dense-time real-valued signals. It 

attracted interest because of its ability to directly model properties of real-life systems, such as mixed-

signal circuits and many cyber physical systems. 

A.1.1 Formal Definition 

Let 𝑃 be a set of atomic propositions, 𝜇 be an atomic predicate of the form 𝜇 = 𝑓(𝑥1(𝑡), … , 𝑥𝑛(𝑡)) >

0, where 𝑥𝑖(𝑡) are continuous timed signals, and 𝐼 ⊆ (0,∞) be an interval of reals with endpoints in 

ℕ⋃{∞}. The STL syntax is recursively defined by the following formula: 

 

𝜑 ≔ ⊤ | 𝜇 |¬𝜑 | 𝜑 ∧ 𝜑| 𝒳(𝜑) | 𝒴(𝜑) |𝜑 𝒰I 𝜑 | 𝜑 𝒮I 𝜑 |ℰ𝐼𝜑|𝒢𝐼𝜑. 

 

Sometimes 𝒰(0,∞) is abbreviated by 𝒰 and 𝒮(0,∞) by 𝒮, respectively called the unconstrained until and 

since operators. Further connectives can be defined following standard conventions.  

A.1.2 Discrete Pointwise Semantics 

Given an alphabet of events Σ, a timed word 𝜌 is a finite or infinite sequence  

 

(𝜎0, 𝜏0)(𝜎1, 𝜏1)… 
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where 𝜎𝑖  ∈  𝛴 and 𝜏𝑖  ∈  ℝ
+, such that the sequence (𝜏𝑖) is strictly increasing and non-Zeno (i.e., it is 

either finite or it diverges to infinity). The requirement of non-Zenoness is closely related to the 

condition of finite variability in the continuous semantics. It reflects the intuition that a system has only 

finitely many state changes in a bounded time interval. 

Given a (finite or infinite) timed word 𝜌 =  (𝜎, 𝜏) over alphabet 2𝑃∪𝜇, recalling that we are dealing 

with discrete timed systems, we define the discrete pointwise semantics of STL. 

Let 𝛿 be the time-step, then the (finite) timed word 𝜌 = (𝜎1, 𝜏1), … , (𝜎𝑧, 𝜏𝑧) is such that 

1. ∃𝑘 ∈ ℕ ∶  𝜏1 = 𝑘 ∗ 𝛿, that is the first timestamp is a multiple of the time-step 𝛿, and 
2. ∀𝑖|1 < 𝑖 ≤ 𝑧, ∃𝑘 ∈ ℕ+ ∶  𝜏𝑖 = 𝜏𝑖−1 ∗ 𝑘 ∗ 𝛿, that is each remaining timestamp 𝜏𝑖 is strictly 

greater than the previous one, i.e. 𝜏𝑖−1 by a factor that is a multiple of the time-step 𝛿.  

Now we are ready to inductively define the discrete pointwise semantics of STL. Given a timed word 

𝜌 and an STL formula 𝜑, the satisfaction relation 𝜌, 𝑖 ⊨ 𝜑  (read 𝜌 satisfies 𝜑 at position 𝑖) is defined  

inductively, as follows: 

• [Atomic Predicate] (𝜌, 𝑖) ⊨ 𝜇, if and only if 𝑓(𝑥1(𝜏𝑖), … , 𝑥𝑛(𝜏𝑖)) > 0. 

 

• [Negation] (𝜌, 𝑖) ⊨ ¬𝜑, if and only if (𝜌, 𝑖) ⊭ 𝜑. 

 

• [Conjunction] (𝜌, 𝑖) ⊨ 𝜑1 ∧ 𝜑2, if and only if ((𝜌, 𝑖) ⊨ 𝜑1) ∧ ((𝜌, 𝑖) ⊨ 𝜑2). 
 

• [ne𝒳t operator]:  (𝜌, 𝑖)  ⊨ 𝒳(𝜑) if and only if  

o (𝜌, 𝑖)  ⊨ 𝜑 and 𝜏𝑖+1 − 𝜏𝑖 > 𝛿, or 

o (𝜌, 𝑖 + 1)  ⊨ 𝜑 and 𝜏𝑖+1 − 𝜏𝑖 ≤ 𝛿. 

 

• [𝒴esterday operator]: (𝜌, 𝑖)  ⊨ 𝒴(𝜑) if and only if  

o (𝜌, 𝑖)  ⊨ 𝜑 and 𝜏𝑖 − 𝜏𝑖−1 > 𝛿, or 

o (𝜌, 𝑖 − 1)  ⊨ 𝜑 and 𝜏𝑖 − 𝜏𝑖−1 ≤ 𝛿. 

 

• [𝒰ntil operator] (𝜌, 𝑖)  ⊨ 𝜑1 𝒰𝐼𝜑2 if and only if 

o ∃ 𝑗: 𝑖 < 𝑗 <∣ 𝜌 ∣ such that (𝜌, 𝑗) ⊨ 𝜑2 and 𝜏𝑗 − 𝜏𝑖 ∈ 𝐼, 

o ∀𝑘: 𝑖 < 𝑘 < 𝑗 it holds that (𝜌, 𝑘) ⊨ 𝜑1. 

 

• [𝓢ince operator] (𝜌, 𝑖)  ⊨ 𝜑1 𝒮𝐼𝜑2 if and only if 

o ∃ 𝑗: 0 ≤ 𝑗 < 𝑖 such that (𝜌, 𝑗) ⊨ 𝜑2 and 𝜏𝑖 − 𝜏𝑗 ∈ 𝐼, 

o ∀𝑘: 𝑗 < 𝑘 < 𝑖 it holds that (𝜌, 𝑘) ⊨ 𝜑1. 

 

• [𝓔ventually operator] (𝜌, 𝑖)  ⊨ 𝐹𝐼𝜑 if and only if ∃ 𝑗: 0 ≤ 𝑗 ≤ 𝑧 such that 𝜌, 𝑗 ⊨ 𝜑 and 𝜏𝑖 −
𝜏𝑗 ∈ 𝐼. 

 

• [𝒢lobally operator] (𝜌, 𝑖)  ⊨ 𝒢𝐼𝜑 if and only if ∀ 𝑗: 𝑗 ≥ 𝑖  (𝜌, 𝑗) ⊨ 𝜑 and 𝜏𝑖 − 𝜏𝑗 ∈ 𝐼. 
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B THE CONTRACT PARADIGM 

A contract C = (A;G) is a specification of a component that defines the properties G that a component 

must be able to guarantee, and the context A or the assumptions under which the guarantee must be 

established. 

 

Contracts are: 

• Properties of the component and its environment. 

• Can be seen as assertion for component interfaces. 

• Contracts used to characterize the correctness of component implementations and 

environments. 

• Typically, properties for model checking have a “god” view of the system internals. 

• For systems, assumptions correspond to pre-conditions, guarantees correspond to post-

conditions. 

• For components instead: 

o Limited to component interfaces. 

o Structure into assumptions and guarantees. 

Contracts are modeled as logical implication: 

𝒜 ⇒ 𝒢 

Damm, Hungar et al. refine the definition of contracts: 𝐶 = (𝐴,  𝐵,  𝐺) where A and B are, resp., strong 

and weak assumptions. Intuitively, the strong assumption shall express conditions that are necessary 

for the component to perform any meaningful operation, its “operational envelope”. The weak 

assumption shall describe sorts of environments in which the component provides certain services. 

The guarantee part G then specifies what the component itself will ensure, provided that the 

assumptions are fulfilled. 

This semantics corresponds to: 

𝐴 ∧ 𝐵 ⇒ 𝐺 

  

Stress: there is no logical difference between A and B, but there is a methodological one in their usage. 

 

Contract are defined as sets of traces, where a trace assigns a value to each port of a component for 

every point in time (the domain is not really important for the nature of the generic method). 

With ⟦∙⟧ we denote the semantical mapping and with (∙)𝑐𝑜𝑚𝑝𝑙 the trace-set complementation. Then it 

follows that: 

 

⟦(𝐴, 𝐵, 𝐺)⟧ = (⟦𝐴⟧ ∩ ⟦𝐵⟧)𝑐𝑜𝑚𝑝𝑙 ∪ ⟦𝐺⟧ 
  

If a component aspect is given by a set of contracts, the respective trace sets are intersected — this 

corresponds to the (common) view that all specifications given for an entity should be satisfied. 
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The assumption on the environment is the distinction between a contract model and a traditional 

component model. When the assumptions are not satisfied a component is free to behave as desired, 

potentially violating its own guarantees. The pair of specifications opens up the possibility for checking 

conditions which are not limited to property checking, in particular: 

• Satisfaction: a component satisfied its contract, t.i. when placed in a context that meets A, the 

component guarantees the properties in G; 

• Compatibility: the verification that components work well in combination, t.i. the guarantees 

of one are able to meet the assumptions of the other and vice-versa. 

An implementation M is an instantiation of a component and consists of a set P of ports (and vars.) and 

of a set of behaviors (runs). M of a component satisfies a contract, 𝑀 ⊨ 𝐶, whenever it satisfies its 

promise(s) subject to assumptions, e.g. 𝑀 ∩ 𝐴 ⊆ 𝐺, with M and C having the same ports (connectivity).  

Example of implementations M could be a State Machine. It satisfies the contract if its trace set is 

contained in that of the contracts.  

Note that satisfaction is not meant to be achieved by making the state machine not reactive; the machine 

shall answer to all input stimuli in some form. Rather, while the specification will not restrict the 

behavior in many situations (or only barely will do so), an implementation will be more definite and 

concrete.  

Theorem. There exists a unique maximal implementation 𝑀𝐶 ≡ 𝐺 ∪ ¬𝐴, where ¬𝐴 is the set of all 

runs that are not runs of A. □ [Contracts for System Design, Benveniste et al. 2018] 

It follows that:  

𝑀 ⊨ (𝐴, 𝐺) ⇔𝑀 ⊨ (𝐴,  𝑀𝐶) ⇔ 𝑀 ⊆ 𝑀𝐶. 

Therefore we can focus on contracts of the form  

𝐶 = (𝐴,  𝑀𝐶), 

e.g. in canonical form where 𝐺 ≡ 𝐺 ∪ ¬𝐴 = 𝑀𝐶  .  

There must be a distinction on ports of the implementation: controlled and uncontrolled. Uncontrolled 

ports can only lead to declaration of assumptions and no guarantee can be assumed on them. Contracts 

are therefore enriched with a profile 𝜋 = (𝒖, 𝒄) that partitions its set of ports. 

B.1 Composition of Contracts 

If 𝐶1 = (π1, 𝐴1,  𝐺1) and 𝐶2 = (π2, 𝐴2,  𝐺2) are contracts (possibly over different sets of ports) the 

composite must satisfy the guarantees of both implying an intersection operation. Hence we define the 

composite contract 𝐶(𝐴,  𝐺) as: 

  

𝐴 = (𝐴1 ∩ 𝐴2) ∪ (𝐺1 ∩ 𝐺2) 
𝐺 = 𝐺1 ∩ 𝐺2 

The property that each port should be controlled by at most one contract still holds, hence parallel 

composition is defined iff 𝒄𝟏 ∩ 𝒄𝟐 = ∅ and profile 𝜋 is defined by 𝒄 = 𝒄𝟏 ∪ 𝒄𝟐 and 𝒖 = (𝒖𝟏 ∪ 𝒖𝟐) −
(𝒄𝟏 ∪ 𝒄𝟐). 
  

However, typically 𝐶1 and 𝐶2 have different ports. The behaviors (but not the profiles) must be extended 

to a common set of ports before applying the composition with an operation of inverse projection.  

For a contract 𝐶 = (𝐴, 𝐺) and a port p, the elimination of p in C is given by: 

 
[𝐶]𝑝 = (∀𝑝 𝐴,  ∃𝑝𝐺)  

 

Where A and G are seen as predicates. This can trivially be extended to sets of ports. For inverse 

elimination in parallel composition the set of ports 𝑃 to be considered is the union of ports 𝑃1 and 𝑃2. 
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B.2 Parallel Composition Example 

Parallel composition can be used to construct complex contracts out of simpler ones, and to combine 

contracts of different components. Despite having to be satisfied simultaneously, however, multiple 

viewpoints associated to the same component do not generally compose by parallel composition. 

Take f.i. a functional pespective 𝐶𝑓 and a timing pespective 𝐶𝑡: 𝐶𝑓 specifies that if the environment 

alternates inputs on port a T F T F… then the value of port b shall never be greater than x. 

𝐶𝑡 instead specifies that if the environment provides inputs on port a every second, then the output on 

port b must be issued every 2 seconds. Parallel composition fails to capture their combination, because 

the combined contract must accept environments that satisfy either the functional assumptions, or the 

timing assumptions, or both. In particular, parallel composition computes assumptions that are too 

restrictive! 

 

B.3 Receptiveness, Consistency and Compatibility 

Implementations M with profile 𝜋 = (𝒖, 𝒄) must be u-receptive, e.g. it has no contorl over the values 

of ports set by the environment.  

  

For a contract C, we say that: 

• C is consistent if G is u-receptive, inconsistent otherwise; 

• C is compatible if A is c-receptive, incompatible otherwise. 

𝐴, 𝐺 are not required to be receptive.  

 

On the contrary, if G is not u-receptive, it implies that there exists a sequence of uncontrolled inputs 

that violates promises, and in particular the contract does not allow receptive implementations.  

If A is not c-receptive then there exists a sequence of values on the controlled ports that is refused by 

all acceptable environments, even if by def. implementations are allowed to output such sequence.  

Unreceptiveness, in this case, implies that a hypothetical environment that wished to prevent a violation 

of the assumptions should actually prevent the behavior altogether, something it cannot do since the 

port is controlled by the contract. Therefore, unreceptive assumptions denote the existence of an 

incompatibility internal to the contract that cannot be avoided by any environment.  

We say that 2 contracts 𝐶1 and 𝐶2 are consistent or compatible whenever their parallel composition 

is consistent or compatible. 

B.4 Refinement Relation 

Let 𝐶 = (𝜋,  𝐴,  𝐺) and 𝐶′ = (π′,  𝐴,  𝐺) be contracts. 𝐶′ refines C if  
⟦𝐶′⟧ ⊆ ⟦𝐶⟧,  

That is if, logically, 𝐶′ ⇒ 𝐶. If one can show that the refining contract's assumptions are weaker and its 

commitment is stronger the relation becomes a dominance, meaning that: 

C dominates C', 𝐶 ≼ 𝐶′ ⟺ π = π′, 𝐴 ⊆ 𝐴′,  𝐺 ⊆ 𝐺′. 
Dominance relaxes assumptions and reinforces promises, therefore strengthening the contract. It 

follows that 𝐶 ≼ 𝐶′, 𝑀 ⊨ 𝐶 ⇒ 𝑀 ⊨ 𝐶′. 
 

A contract is called directed if its assumptions are receptive on the outports of a component (M is 

downstream wrt some other component) and G is receptive on the inports.  

 

B.5 Conjunction and Disjunction of Contracts 
Parallel composition can be too restrictive, hence conjunction of contracts is introduced. For contracts 

𝐶1 and 𝐶2 in canonical form we have: 

𝐶1 ⊓ 𝐶2 = (𝜋,  𝐴1 ∪ 𝐴2,  𝐺1 ∩ 𝐺2) 
𝐶1 ⊔ 𝐶2 = (𝜋,  𝐴1 ∩ 𝐴2,  𝐺2 ∩ 𝐺2) 

The resulting conjunct (disjunct) contract is in canonical form. 
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Conjunction of contracts amounts to taking the union of the assumptions, as required, and can therefore 

be used to compute the overall contract for a component starting from the contracts related to 

multiple viewpoints. 

Intuitively the satisfaction relation becomes: 

𝑀 ⊨ 𝐶𝑓 ⊓ 𝐶𝑡 ⇒ 𝑀 ⊨ 𝐶𝑓 ∧𝑀 ⊨ 𝐶𝑡 

B.6 Methodological Aspects 

In this section we discuss some advantages and disadvantages of the contract paradigm. First of all, 

compared with the classic way of formalizing specifications, they are excellent for moving from system 

specification to component specification. Moreover, the specification of a component can be formally 

verified as a refinement problem with respect to the system specification. Specifications expressed as 

contracts can be synthetized with reactive synthesis tools, which are a very fast way of synthetizing an 

implementation which completely and only satisfies the specification. Moreover contracts can be 

adapted to any specification formalism, meaning that they are agnostic with respect to the tool which is 

used to formalize the behavior of the system. Another great point is the ability of composing them in 

parallel and conjunction: this aspect is a leaning hand when dealing with large, complex system: in fact, 

after parallel composition and/or conjunction, one can immediately verify that the specification is 

actually realizable and thus check if the specification is wrong. As a consequence, contracts allow for 

reusable designs. 

On the other hand, difficulties in writing a formal specification persist: it is a tedious, long and error 

prone task that of writing formal specifications, due to lack of tools, lack of high level and human 

friendly specification languages and in general to the fact that writing a formal specification for a 

complex, multicomponent system is just hard. Another issue with the contract paradigm is that, at the 

time of writing, there are just a few tools for verification of contracts, and they rely on very difficult 

and “low level” formalism for the specification (f.i. OCRA). Also, even if any formalism can be used, 

there are few production-ready tools for synthesis of implementations starting from complex 

formalism (such as STL). This problem is coupled with that of realizability which is hard to check and 

time consuming.  

B.7 Example of Safety Requirement Formalized with Contracts 

In this section we give a simple example of the formalization of safety property expressed in equation 

Error! Reference source not found.  in the form of contracts.  The goal of this section is to provide a

n intuitive example of how a safety requirement can be formalized by using the contract paradigm and 

a temporal logic (STL in this case). We introduce the set of indexed signal variables: 

• jointActuali, jointPerceivedi which encode the signal corresponding to the position of the i-th 

joint of the human body of an operator, where jointActual refers to the actual position and 

jointPerceived to the position perceived by the perception system. For the sake of this example 

we will limit the formalization to a single operator.  

• jointPerceivedAccelerationi encodes the perceived acceleration of the i-th joint. 

• perceptionFailj is a set of boolean variables encoding the possible failures of the perception 

system. 

• percTolerance is a real predicate whose value maps to the maximum allowed discrepancy 

between the value of position perceived by the perception system and the actual position of a 

joint. 

• Tolerance is a real predicate whose value maps to the maximum allowed discrepancy between 

the perceived acceleration and the actual acceleration of a joint. 

• maxJointAccelerationi is a signal which encodes the maximum allowed acceleration for the i-

th joint. 

• RobotLinkVelocityi is a signal which encodes the velocity of the i-th robot link. 
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• Clearance is a parameter which represent a safety margin for the distance between any human 

and the robot. 

We formalize some assumptions on the received values. The first one encodes the accuracy which the 

OSAM system requires. Whenever the perception system is not in a failure, the OSAM module assumes 

that the perceived position of all joints is precise enough according to the tolerance: 

𝐺 (⋀¬𝑝𝑒𝑟𝑐𝑒𝑝𝑡𝑖𝑜𝑛𝐹𝑎𝑖𝑙𝑗
𝑗

⟹ [⋀𝑗𝑜𝑖𝑛𝑡𝐴𝑐𝑡𝑢𝑎𝑙𝑖[𝑡] − 𝑗𝑜𝑖𝑛𝑡𝑃𝑒𝑟𝑐𝑒𝑖𝑣𝑒𝑑𝑖[𝑡] ≤ 𝑝𝑒𝑟𝑐𝑇𝑜𝑙𝑒𝑟𝑎𝑛𝑐𝑒

𝑖

]

∧ [⋀𝑗𝑜𝑖𝑛𝑡𝐴𝑐𝑡𝑢𝑎𝑙𝑖[𝑡] − 𝑗𝑜𝑖𝑛𝑡𝑃𝑒𝑟𝑐𝑒𝑖𝑣𝑒𝑑𝑖[𝑡] ≥ −𝑝𝑒𝑟𝑐𝑇𝑜𝑙𝑒𝑟𝑎𝑛𝑐𝑒

𝑖

] ) 

Note that this simple formalization successfully encodes the fact that if the perception system does not 

report a occurred failure, the perceived values can have any value (also outside the tolerance) and the 

OSAM system is free to behave in any way: while this assumption may seem risky, it simply states that 

the OSAM system cannot work properly when it receives inaccurate data from the perception system. 

Moreover it encodes also the assumption that the perceived data is accurate enough with respect to the 

actual position of the operator. 

The second is a fairness property which refers to the fact that if the perception system fails, eventually 

in the future it will recover to a non-failure state: 

𝐺 𝐹 (⋀¬𝑝𝑒𝑟𝑐𝑒𝑝𝑡𝑖𝑜𝑛𝐹𝑎𝑖𝑙𝑗
𝑗

) 

The third assumptions constraints the behaviour of the operator: it says that it cannot move faster than 

the maximum value allowed by the OSAM system. Note that although this invariant is not actually 

enforceable (the system has no power on what the operator decides to do), it is helping in successfully 

state that if the operator is moving too fast with respect to system’s capabilities, the system shall report 

a failure. 

𝐺 (⋀¬𝑝𝑒𝑟𝑐𝑒𝑝𝑡𝑖𝑜𝑛𝐹𝑎𝑖𝑙𝑗 ⟹ [⋀𝑗𝑜𝑖𝑛𝑡𝑃𝑒𝑟𝑐𝑒𝑖𝑣𝑒𝑑𝐴𝑐𝑐𝑖 ≤ 𝑚𝑎𝑥𝐽𝑜𝑖𝑛𝑡𝐴𝑐𝑐𝑖
𝑖

]

𝑗

) 

The fourth assumption is a mirror of the first one, this time for the acceleration of joints. 

𝐺 (⋀¬𝑝𝑒𝑟𝑐𝑒𝑝𝑡𝑖𝑜𝑛𝐹𝑎𝑖𝑙𝑗
𝑗

⟹ [⋀𝑗𝑜𝑖𝑛𝑡𝐴𝑐𝑡𝑢𝑎𝑙𝐴𝑐𝑐𝑖 − 𝑗𝑜𝑖𝑛𝑡𝑃𝑒𝑟𝑐𝑒𝑖𝑣𝑒𝑑𝐴𝑐𝑐𝑖 ≤ 𝑡𝑜𝑙𝑒𝑟𝑎𝑛𝑐𝑒

𝑖

]

∧ [⋀𝑗𝑜𝑖𝑛𝑡𝐴𝑐𝑡𝑢𝑎𝑙𝐴𝑐𝑐𝑖 − 𝑗𝑜𝑖𝑛𝑡𝑃𝑒𝑟𝑐𝑒𝑖𝑣𝑒𝑑𝐴𝑐𝑐𝑖 ≥ −𝑡𝑜𝑙𝑒𝑟𝑎𝑛𝑐𝑒

𝑖

]) 

We formalize the guarantee expressed in equation (3) with the following formula: 

𝐺 ( min
𝑖,𝑗
‖𝑟𝑜𝑏𝑜𝑡𝐿𝑖𝑛𝑘𝑖 − 𝑗𝑜𝑖𝑛𝑡𝑃𝑒𝑟𝑐𝑒𝑖𝑣𝑒𝑑𝑗‖ ≥  max

𝑖
‖𝑟𝑜𝑏𝑜𝑡𝐿𝑖𝑛𝑘𝑉𝑒𝑙𝑜𝑐𝑖𝑡𝑦𝑖‖ × 𝑇𝑠 + 𝑐𝑙𝑒𝑎𝑟𝑎𝑛𝑐𝑒) 
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That is, under this assumptions, in this example the OSAM system guarantees that equation (3) is 

satisfied.  
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C ONLINE MONITORING PROBLEM 

Runtime verification has been a field of growing interest in the last two decades. It has been, and is still, 

referred to by many names such as runtime monitoring, trace analysis and dynamic analysis. The term 

“verification” implies some notion of correctness with respect to some property; this is different from 

the term monitoring which only suggest there is something that is observed. Runtime verification is a 

formal method, which complements (or in certain scenarios can substitute) classical exhaustive 

verification techniques such as model checking with a more practical approach that analyzes a single 

execution of a system. The great advantage of runtime verification is that it can be applied at any stage 

of design or implementation, ranging from executable design models (such as Simulink models) to 

actual system implementation. In fact runtime verification provides flexible, algorithmic approaches 

that can be adapted to a specific domain of models, including system models (to verify global properties 

of the system) or software implementations in common languages such as Java or C++.  

Since runtime verification is a wide field, in this document we try to provide a general introduction to 

the most common techniques of online monitoring, that is runtime verification of executable programs 

or design models that is performed during the execution of such programs/models. Online monitoring 

is performed with respect to some properties that the system has to verify, hence we will focus on Linear 

Temporal Logic (LTL) and STL specifications and properties, since they are widely used design 

languages.  

Runtime verification is an approach of formal verification techniques based on inferring information 

from a system while it is running and using it to detect observed behaviors satisfying or violating the 

specification (or properties) of the system. Runtime verification techniques do not influence the 

program execution, and deals only with detection of violation (or satisfaction) of properties. Typically 

the system is regarded as a black box that feeds events to the runtime verification program. 

Despite the name, there are some techniques in runtime verification that do not actually occur at 

runtime, but after the system under scrutiny completed its execution; offline monitoring is an example 

of such techniques. 

Hereby we introduce the concepts of run and execution: 

• Intuitively, a run is a (possibly infinite) sequence of the system states. An execution is a finite 

subset of a run. 

• Formally, a run can be interpreted as a (possibly infinite) word of a language or trace 

produced by the system under observation. Conversely, an execution is a finite subset of a 

run, e.g.  

𝑒𝑥𝑒𝑐𝑢𝑡𝑖𝑜𝑛 ⊆ 𝑟𝑢𝑛. 

Usually runtime verification algorithms run in synchrony with the monitored system, therefore cannot 

spend significant time and resources like traditional, design-time techniques such as model checking or 

theorem proving. Moreover, it is easy to write specifications that are easy to understand but difficult to 

monitor (see for instance Model checking of safety properties, by Vardi and Kupferman in 1999) . In 

some specification languages (e.g. state machines) the specification it-self is directly executable, while 

in other languages (e.g. temporal logic) it is more common to generate an executable object – a monitor 

– from the specification.  

Monitors (or observers) are hence computational entities that execute side-by-side with the system to 

observe its runtime behavior and possibly catch whether a property is satisfied or violated from the 

observed execution. Recently a new kind of monitor arose, namely enforcement monitors [25][26][27]. 

Their goal is not only to observe the behavior of the system, but also to propose some corrective actions 

if a violation is caught. Enforcement monitors techniques will not be covered in this document. 

Since monitors are generally required to be trust-able, they should guarantee a certain level of 

correctness themselves: for this reason monitors are usually synthetized by automated procedures that 

input the specification and output executable monitor as a result. This approach mitigates the problem 

associated with the correctness of the monitor itself.  
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Online monitoring is the problem of determining if a violation of a certain problem occurs at runtime, 

e.g. online monitoring is performed during system execution. On the other hand, in offline monitoring 

the analysis is performed after the system executes on traces recorded during the execution. 

In this document we focus on the online monitoring problem for specifications expressed in Linear 

Temporal Logic (LTL) (see appendix A), although the same algorithms presented here can be 

successfully applied for generating offline monitor: the only difference at that point is the source of the 

data and the actual, code implementation of the monitor. For instance in online monitoring it is some 

sort of stream data from the observed program, while in offline monitoring data is usually read from 

file (f.i. log file) or any other persistent storage. 

We distinguish between synchronous and asynchronous online monitoring, meaning that: 

• With synchronous monitoring the executed program stops its execution when the monitor 

analyzes the retrieved information; 

• With asynchronous monitoring the monitor and the code run independently each other. 

For some specific areas of interest, such as that of distributed systems, partially synchronous monitoring 

has been introduced, e.g. the two entities synchronize on some but not all observations (with the goal 

of reducing the related overhead). 

C.1 Runtime Verification VS Model Checking 

The main difference of runtime verification with respect to model checking is that runtime verification 

allows for checking whether a run (or execution) of a system under scrutiny satisfies or violates a given 

correctness property, while model checking aims at verifying that the system satisfies or violates a given 

property in all possible executions. 

While there are several similarities with model checking, there are also important differences between 

runtime verification (and in particular online monitoring) and model checking: 

• In Model Checking all possible executions of a system are examined (e.g. it’s the language 

inclusion problem), while runtime verification for LTL specification deals with the word 

problem (e.g. determining if a word belongs to a language). Therefore model checking is not 

always applicable due to resource limitations. In this cases runtime verification should be 

used instead. 

 

• Model Checking (for LTL) usually considers infinite traces, runtime verification deals with 

finite traces (runtime executions are necessarily finite). 

 

• In Model Checking often a complete and precise model is given allowing to consider arbitrary 

“portions” of a trace, in runtime verification only finite executions of increasing size are 

considered.  

 

• Runtime verification deals only with observed executions, hence it is applicable to black box 

systems, while model checking needs an accurate model of the system (even if some 

workarounds have been recently proposed). 

 

• Furthermore, model checking suffers from the so-called state explosion problem, which terms 

the fact that analyzing all executions of a system is typically been carried out by generating 

the whole state space of the underlying system, which becomes often infeasibly huge. 

Considering a single run, on the other hand, does usually not yield any memory problems, 

provided that when monitoring online only a finite history of the current execution has to be 

stored. 

In [38] a semantics for LTL on finite traces is given to cope with the problem of runtime monitoring: 

as the authors point out the traditional, finite-traces semantics given by Kamp in 1968 as well as further 

alternatives by other authors are not suitable for RV.  
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When should runtime verification be used instead of model checking? 

• In all scenarios in which model checking techniques are not applicable (f.i. there is no formal 

model of the system or the system to be analyzed is too large). 

 

• Model Checking’s verdict usually refers to a model of the system; runtime verification may 

be then used to check an actual execution of the system. Thus, it can be seen complementary 

with respect to model checking in this situations. 

 

• Often information is available only at run-time. In this setting, runtime verification configures 

as an alternative to theorem proving and model checking. 

 

• Often a system relies heavily on the actual environment it is executed in. In this scenario, 

runtime verification adds on formal correctness proofs obtained from model checking and 

alike. 

 

• In the case of systems where security is important, it is useful also to monitor behavior or 

properties that have been statically proved or tested. 

C.2 Monitoring of LTL 

Monitoring LTL is a key problem in runtime verification. Informally, given a LTL formula 𝜑 and an 

implementation 𝐶 the problem of monitoring is to find a machine that, given a word or trace 𝜎, can 

detect whether 𝐶 ⊨ 𝜑 or if 𝜑 is violated. Formally:  

Monitoring Problem 

𝐺𝑖𝑣𝑒𝑛 𝑎 𝑡𝑒𝑚𝑝𝑜𝑟𝑎𝑙 𝑓𝑜𝑟𝑚𝑢𝑙𝑎 𝜑 𝑜𝑣𝑒𝑟 𝑎 𝑠𝑒𝑡 𝑜𝑓 𝑎𝑡𝑜𝑚𝑖𝑐 𝑝𝑟𝑜𝑝𝑜𝑠𝑖𝑡𝑖𝑜𝑛𝑠 𝐴𝑃 𝑎𝑛𝑑 𝑎 𝑤𝑜𝑟𝑑 𝜎 𝑜𝑣𝑒𝑟 2𝐴𝑃 , 𝑡ℎ𝑒  

𝑚𝑜𝑛𝑖𝑡𝑜𝑟𝑖𝑛𝑔 𝑝𝑟𝑜𝑏𝑙𝑒𝑚 𝑐𝑜𝑛𝑠𝑖𝑠𝑡𝑠 𝑜𝑓 𝑐𝑜𝑛𝑡𝑟𝑢𝑐𝑡𝑖𝑛𝑔 𝑎 𝑤𝑜𝑟𝑑 𝜎′𝑜𝑣𝑒𝑟 2{𝜑}𝑠𝑢𝑐ℎ 𝑡ℎ𝑎𝑡  

𝜑 ∈ 𝜎′ ⇔ 𝜎(0, 𝑖) ⊨ 𝜑 

𝑓𝑜𝑟 𝑎𝑙𝑙 𝑖 ∈ ℕ.□ 

That is, monitoring means to decide for each prefix of a (possibly infinite) word over 2𝐴𝑃whether such 

prefix satisfies 𝜑. Usually monitors are automata-based or rewriting based and are usually designed to 

check LTL properties on infinite traces by considering their finite prefixes.  

C.3 Automata Based Approaches 

Given a specification 𝜑 and an implementation 𝑀, the common approach is to construct an automaton 

𝐴¬𝜑 that accepts the traces that violate 𝜑 and then to check whether 𝑀 × 𝐴¬𝜑 = ∅.  

Vardi and Wolper showed that it is always possible to translate a LTL formula 𝜑 over a set of atomic 

proposition AP to a Büchi automaton that accepts all words satisfying 𝜑. A Büchi automaton is said to 

accept an (infinite) word if and only if there is some accepting run in the automaton, e.g. accepting 

states are visited infinitely often. The construction of such automaton is worst-case exponential in the 

size of 𝜑 for non-deterministic automata, 2EXPTIME-complete for deterministic. The problem was 

characterized as a 2-players game by Pnueli in 1989.  

Another approach that deep-dives into automata theory is based on alternating automata. They are used 

as an intermediate data structure to check whether a program trace satisfies a (future) linear time 

temporal specification. The advantage of using alternating automata to represent the language accepted 

by a temporal formula is that the alternating automaton that accepts the same language as the formula 

is linear in the size of the formula, e.g. its simplicity compared to the typical exponential number of 

states characterizing Büchi Automata (BA). This approach is also compositional; the alternating 

automaton for a formula is obtained from the alternating automata for its sub-formulae. The acceptance 

is checked by partitioning the resulting composite BA in Bad and Good regions: 
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• “Bad Regions”, e.g. portions of the automaton detecting non accepting conditions, are 

subautomata S without accepting states and without edges leaving S; moreover, they can be 

identified using linear-time nested depth-first search algorithms. 

• “Good Regions” are universal portions of the automaton accepting every other possible word. 

Intuitively, all automata-based approaches rely on the concepts of good and bad prefixes. Namely, a 

good prefix is a (portion of a) word that does not violate the given property and can lead to an execution 

that does not violate the property. Conversely a bad prefix is a portion of a word that violates (or can 

only lead to executions violating) the given property. In “The good, the bad, and the ugly, but how ugly 

is ugly?” Bauer et al.  introduced the concept of Ugly prefix to characterize the instant in which a 

property becomes non-monitorable. A characterization of words, traces and prefixes is given with 

respect to their informativeness, e.g. the amount and quality of information one can possibly infer from 

a prefix/trace/word. 

C.4 Rewriting Based Approaches 

The prominent method to solve the monitoring problem is based on the concept of “rewriting” the 

formula. This method, also called progression based, was firstly proposed by Havelund and Rosu in 

“Monitoring programs using rewriting”. In their work the authors point that a new approach was needed 

with respect to existing automata-based algorithms in order to scale the monitoring abilities to real sized 

systems without an extra effort to abstract the system to a model which is then analyzed. Their proof-

of-concept algorithm was realized in Maude, but the authors claimed it can be implemented in any 

programming language such as C++.  This approach was then successfully implemented as part of Java 

PathExplorer tool for monitoring Java program executions (see next sections).  

Roughly speaking the algorithm builds on a monitor function 𝑓𝑚 for evaluating each subsequent “letter” 

of non-completed words. Intuitively 𝑓𝑚: 

• Inputs an LTL formula 𝜑 (in negation normal form) and the current letter 𝛼 ∈ Σ; 

• Performs an iterative formula rewriting (progression); 

• If 𝛼 satisfies the formula, it returns:  

o ⟦𝛼 ⊨ 𝜑⟧; 
o A new LTL formula 𝜑′ that the next letter has to satisfy. 

• Else it returns: ⟦𝛼 ⊭ 𝜑⟧. 

The idea is to only compute the semantics of the first (current) letter, and to rewrite the rest of the 

formula to keep track of what was already done and what not. The algorithm traverses each trace, and 

each traversal transforms the formula based on the events (inputs) registered from the system. At each 

rewriting, a new satisfaction relation is obtained and checked against the trace. The number of rewriting 

is linear in the size of the trace and worst-case exponential in the size of the formula, even if 

experimental results show that usually the increase in size of the formula was linear scaled. 

Another approach extends rewriting to focus on real-time systems. Metric Temporal Logic (MTL), 

which is an extension to LTL with temporal operators, is used. This approach also covers lower bound 

analysis on monitoring MTL formulae.  

While these techniques are simple and elegant, the number and length of rewriting varies significantly 

at runtime based on observations; therefore analyzing the runtime behavior could prove difficult if not 

unpredictable, on the contrary with respect to automata-based algorithms that have predictable runtime 

behavior as proved by Yliès Falcone et al. in their speech at the 18th International Conference on 

Runtime Verification in 2018. 

Falcone and El-Hokayem proposed also an algorithm for the runtime verification of distributed systems 

in “Monitoring Decentralized Specifications”. Their approach consists of limiting the rewriting part to 

boolean expressions, determining the parameters and their respective effect on the size of the expression 

to pose an upper bound limit; then they abstract the steps of decentralized monitoring by elaborating a 

general decentralized algorithm which views the system as a set of components, each associated with a 

set of finite-state automata with specific properties. Each automaton is then associated with a monitor. 

It is to be remarked that the authors do not impose the restriction that all monitors must reach consensus, 
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as their methodology allows for heterogeneous monitors to run in parallel. However they point out that 

for monitors that observe the same specification they require strong eventual consistency. 

C.5 Properties, Monitors and Properties of Monitors 

In this section a brief overview of properties of monitor is given, followed by a short introduction on 

classes of properties which can be formally monitored ensuring fundamental properties of the monitor 

itself.  

C.5.1 Soundness and Completeness 
Intuitively, a monitor is said to be sound if it never provides incorrect output; a monitor is said to be 

complete when it always provide an output. The properties reflect how much confidence one can have 

in the output of monitor and how much confidence one can have that a monitor will produce an output, 

respectively. Soundness and completeness cannot be guaranteed in situations where, for instance, some 

form of sampling is used, not all necessary events can be observed by the monitor, or when the 

observation order does not correspond to the execution order. 

C.5.2 Impartiality and Anticipation 
In this section the concepts of “impartiality” and “anticipation” for online monitors are introduced. 

Impartiality requires that a finite trace is not evaluated to true or, respectively false, if there still exists 

a (possibly infinite) continuation leading to another verdict.□ 

Anticipation requires that once every (possibly infinite) continuation of a finite trace leads to the same 

verdict, then the finite trace evaluates to this very same verdict.□ 

However, LTL Boolean semantics (e.g. that which map the value of a formula on set 𝔹 =
{𝑡𝑟𝑢𝑒, 𝑓𝑎𝑙𝑠𝑒}) are not impartial nor anticipatory. Consider in fact the property: 

𝜑 = 𝐺 𝑎 

And words:  

𝑤𝑢 = {𝑎}{𝑏}. 

When the prefix w is read, if the Boolean semantics is used, the formula is evaluated as:  

⟦𝑤 ⊨ 𝜑⟧ = 𝑡𝑟𝑢𝑒 

However when u is read the formula is evaluated to be false. This is a counterexample with respect to 

the impartiality of classical LTL semantics: 

⟦𝑤 ⊨ 𝜑⟧ = 𝑡𝑟𝑢𝑒 ⇔ ⟦𝑤𝑢 ⊨ 𝜑⟧ = 𝑡𝑟𝑢𝑒 

This observation lead to the introduction of LTL semantics known as 𝐿𝑇𝐿3.  

Three-valued semantics of LTL.  

𝐿𝑒𝑡 𝑢 ∈
Σ∗ 𝑏𝑒 𝑎 𝑓𝑖𝑛𝑖𝑡𝑒 𝑝𝑟𝑒𝑓𝑖𝑥. 𝑇ℎ𝑒 𝑡𝑟𝑢𝑡ℎ 𝑣𝑎𝑙𝑢𝑒 𝑜𝑓 𝑎 𝐿𝑇𝐿3 𝑓𝑜𝑟𝑚𝑢𝑙𝑎 𝜑 𝑤𝑖𝑡ℎ 𝑟𝑒𝑠𝑝𝑒𝑐𝑡 𝑡𝑜 𝑢, 𝑑𝑒𝑛𝑜𝑡𝑒𝑑  [𝑢 ⊨
𝜑], 𝑖𝑠 𝑎𝑛 𝑒𝑙𝑒𝑚𝑒𝑛𝑡 𝑜𝑓 𝑡ℎ𝑒 𝑠𝑒𝑡 𝔹3 = {𝑡𝑟𝑢𝑒, 𝑓𝑎𝑙𝑠𝑒, ? } 𝑑𝑒𝑓𝑖𝑛𝑒𝑑 𝑎𝑠 𝑓𝑜𝑙𝑙𝑜𝑤𝑠: 

 

[𝑢 ⊨ 𝜑] ≡ {
𝑡𝑟𝑢𝑒, 𝑖𝑓 ∀𝜎 ∈ Σ∗: 𝑢𝜎 ⊨ 𝜑
𝑓𝑎𝑙𝑠𝑒, 𝑖𝑓 ∀𝜎 ∈ Σ∗: 𝑢𝜎 ⊭ 𝜑
?                         𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒

 

□ 

With the new semantics, the previous example with formula 𝜑 = 𝐺 𝑎 can now be correctly evaluated: 

the verdict is “?” until {b} is read, and when {b} is read it becomes false; this way we have a framework 

for reasoning on a 3-values domain that is in fact both impartial and aanticipatory. 
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In the end we outline one last result presented by Bauer in [38]: 

Theroem on Impartiality of Linear Temporal Logic Semantics. 

There is no two-valued logic that is impartial.  

Proof in [38]; however, intuitively every two valued logic must evaluate every formula 𝜑 with 

uncertainty to either true or false, hence there is no two-valued logic that can be impartial. 

C.6 Monitorability of Properties 

Intuitively, safety properties assert that “nothing bad happens” or “will happen” after finitely many 

steps. Co-safety properties assert that “something good happens” or “will happen” after finitely many 

steps. From now on we will use the poplar name of co-safety properties, t.i. liveness properties. We can 

therefore infer that for safety properties there exists a bad prefix, while for liveness properties there 

exists a good prefix, and therefore counterexamples have: 

• Finite length for safety properties; 

• Infinite length for liveness properties. 

As an example, consider in the following table propositions 𝑎, 𝑏 ∈ Σ expressed in LTL and their 

classification in safety, liveness or none of the two: 

Formula Safety liveness 

𝑮 𝒂 X  

𝑭 𝒂  X 

𝑿 𝒂 X X 

𝑮 𝑭 𝒂   

𝑭 𝑮 𝒂   

𝑿 𝒂 ∨ 𝑮 𝑭 𝒃   

𝒂 𝑼 𝒃  X 

𝒂 𝑹 𝒃 X  

 

For instance, 𝑎 𝑈 𝑏 is not a safety property because no bad prefix exists, however prefix {𝑎}+ ⊭ 𝑎 𝑈 𝑏. 

On the other hand, it is a liveness property because every infinite word 𝑤 ∈ Σ𝜔 with 𝑤 ⊨ 𝑎 𝑈 𝑏 must 

exhibit b in a finite prefix. Conversely 𝑎 𝑅 𝑏 is a safety property because every infinite word 𝑤 ∈ Σ𝜔 

with 𝑤 ⊨ 𝑎 𝑅 𝑏 must contain the violating absence of b in a finite prefix, but there is no good prefix to 

classify it as a liveness properties. 

From this simple example we can infer a couple of definitions. 

Monitorable Language. A language ℒ ∈ 𝛴𝜔 is called monitorable if and only if ℒ does not have any 

ugly prefix. □ 

Monitorable Properties. An LTL formula 𝜑 is called monitorable if and only if its set of models ℒ(𝜑) 
is monitorable. □ 

A remark comes handy: safety and liveness properties are monitorable (comes directly from previous 

definitions). Moreover, the set of monitorable properties is strictly larger than their union. Proof by 

Bauer et al., further extended by Falcone. Only as a mention, we informally state that examples of 

monitorable properties that are not safety or liveness properties are, for instance, regular properties (e.g. 

properties that can be modeled with a FSM that accepts regular languages). 
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Deckert et al. proved in “Topology, monitorable properties and runtime verification”  that any 

countable union (disjunction) or intersection (conjunction) of monitorable sets/properties is also 

monitorable. They also showed that: 

i. Deciding whether a BA defines a monitorable property is PSPACE-complete; 

ii. Deciding whether an LTL formula defines a monitorable property is PSPACE-hard and 

EXPSPACE-easy. 

C.7 Digital Twin approach 
Only as a mention we present also the digital twin approach. It is based on the idea that often engineers 

and developers have to deal with parts of the system that cannot be checked with other tools such as 

model checking. The idea here is to synthetize a controller (usually in the form of some FSM) starting 

from the specification of the system and then to feed the FSM with the same data as the actual system. 

Then, a measurement of deviation between the digital twin (desire behavior) and the actual 

implementation (system behavior) is performed. Since the FSM was synthetized from the specification, 

it is assumed that it correctly resembles the desired behavior.  

 


